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ABSTRACT

Recent results of machine learning for automatic vulnerability de-
tection have been very promising indeed: Given only the source
code of a function f, models trained by machine learning techniques
can decide if f contains a security flaw with up to 70% accuracy.

But how do we know that these results are general and not spe-
cific to the datasets? To study this question, researchers proposed
to amplify the testing set by injecting semantic preserving changes
and found that the model’s accuracy significantly drops. In other
words, the model uses some unrelated features during classifica-
tion. In order to increase the robustness of the model, researchers
proposed to train on amplified training data, and indeed model
accuracy increased to previous levels.

In this paper, we replicate and continue this investigation, and
provide an actionable model benchmarking methodology to help
researchers better evaluate advances in machine learning for vul-
nerability detection. Specifically, we propose (i) a cross validation
algorithm, where a semantic preserving transformation is applied
during the amplification of either the training set or the testing
set, and (ii) the amplification of the testing set with code snippets
where the vulnerabilities are fixed. Using 11 transformations, 3 ML
techniques, and 2 datasets, we find that the improved robustness
only applies to the specific transformations used during training
data amplification. In other words, the robustified models still rely
on unrelated features for predicting the vulnerabilities in the testing
data. Additionally, we find that the trained models are unable to
generalize to the modified setting which requires to distinguish
vulnerable functions from their patches.

1 INTRODUCTION

Recently a number of different publications have reported high
scores on vulnerability detection benchmarks using machine learn-
ing (ML) techniques [1, 9, 11, 13, 14, 30]. The resulting models seem
to outperform methods from other research directions (e.g. static
analysis), even without requiring any hard-coded knowledge of
program semantics or computational models. So, does this mean
that the problem of detecting security vulnerabilities in software is
solved? Are these models actually able to detect security vulnera-
bilities, or do the reported scores provide a false sense of security?

In order to be safely applied to real-world software systems,
ML techniques for vulnerability detection need to be reliable and
trustworthy. This is why researchers have tried to explore the
capabilities and limits of machine learning techniques in ways that
go beyond simple evaluations on benchmark testing sets.

One approach to finding these limits is to create situations in
which ML techniques fail to meet expectations. For example, it is
possible to apply small semantic preserving changes to the input
programs of a state-of-the-art model and then measure, whether
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the model changes its predictions and whether it still performs
well. Examples for such transformations are identifier renaming
[17,38,39,41,42], insertion of unexecuted statements [17, 36, 39, 41]
or replacement of code elements with equivalent elements [3, 20].
The impact of applying these transformations to testing data has
been explored for many different tasks in software engineering,
and the results seems to be clear: ML techniques lack robustness
against semantic preserving transformations [3, 5, 17, 21, 33, 36, 38,
39, 41, 42].

A common strategy to address the robustness problem is training
data amplification; applying the same or similar transformations
to the training dataset. Many of the works that reported the lack
of robustness of ML models when trained on untransformed data
also investigated training data amplification using their respective
methods [5, 17, 21, 36, 38, 39, 41, 42]. They found a restoration or at
least improvement towards the initial high performance. But does
training data amplification actually improve the ability of these
models to detect vulnerabilities, or are they just over-fitting to a
different set of data?

We contribute to answering this question by proposing a general
benchmarking methodology that can be used to evaluate the capa-
bilities of machine learning models for vulnerability detection by
using data amplification. First, we propose Algorithm 1, in which a
selected semantic preserving transformation is applied to the train-
ing dataset of a model, and a different transformation is applied
to the testing dataset. When repeated for all possible pairs out of
a set of transformations, the resulting scores provide a measure
of over-fitting to the specific semantic preserving transformations
that were used during training data amplification. Second, we pro-
pose Algorithm 2, in which a target model that was trained on an
amplified training dataset is evaluated on a testing dataset, that
contains both vulnerable programs and their respective fixes. The
results provide a measure of the model’s ability to generalize to a
slightly modified vulnerability detection setting and the effects of
training data amplification on this ability.

In addition to the general methodology, we present the results
of an empirical study, in which we implement and validate the
proposed algorithms on three state-of-the-art ML techniques for
vulnerability detection. For Algorithm 1, we implemented 11 dif-
ferent semantic preserving transformations (see Table 1) for data
amplification and evaluated the trained models using two differ-
ent vulnerability detection datasets. As expected, we find a strong
benefit of training data amplification (59.8% and 54.1% average
restoration of performance for the two datasets) when the trans-
formations applied to training and testing dataset are the same.
However, we find no improvement in performance when the trans-
formations applied to training and testing dataset are different. In
fact, we even find an additional 35.7% and 97.4% average decrease



in performance for the two datasets. In other words, state-of-the-
art ML techniques severely over-fit to the specific label-unrelated
features introduced by training data amplification. The improved
robustness only applies to the specific type of transformations used
during training.

For Algorithm 2, we introduce a new dataset, which we call Vul-
nPatchPairs. VulnPatchPairs contains 26.2k C functions and is de-
rived from the CodeXGLUE/Devign vulnerability detection dataset
[43]. Exactly half (13.1k) of the 26.2k functions in VulnPatchPairs
contain vulnerabilities. The other 13.1k functions are patched ver-
sions of the first 13.1k functions (see Section 4.3 for details). Again,
we use the 11 transformations that we implemented and three ML
techniques to train 11 - 3 = 33 models, and evaluate each of them
on the testing subset of VulnPatchPairs. To our surprise, no trained
model is able to distinguish between the vulnerable functions and
their fixed counterparts. On average, the performance is only 1.8%
better than random guessing. The trained models are unable to
generalize from a standard vulnerability detection dataset to the
slightly modified setting.

In summary, this paper makes the following contributions:

* We present a general methodology that can be used to evaluate
ML models for vulnerability detection using data amplification.

* We show empirically, that the robustness gained by data amplifi-
cation only applies to the specific transformations used during
training, and that robustified models over-fit to the unrelated
features introduced by semantic preserving transformations.

* We introduce VulnPatchPairs, a new dataset that contains vul-
nerable C function and the corresponding patched versions of
the same functions.

* We demonstrate, that three state-of-the-art ML techniques for
vulnerability detection are not able to distinguish between the
vulnerable and patched functions in VulnPatchPairs and that
training data amplification leads to no significant improvement.

* We publish all of our datasets, code, and results for reproducibil-
ity. They are available at
https://github.com/niklasrisse/LimitsOfML4Vuln.

2 RELATED WORK

One of the main tools to study the robustness of deep learning based
vulnerability detection systems are semantic preserving transforma-
tions of code. Previous work [3, 5, 17, 20-22, 33, 36, 38, 39, 41, 42]
proposed methods to generate semantic preserving transforma-
tions for source code datasets. The effects of training data ampli-
fication using semantic preserving transformations of code have
been studied for many software engineering tasks, such as code
summarization [17, 36, 39], type prediction [5], code functionality
classification [42] and vulnerability detection [21, 22, 38, 41]. A
common finding in all of these publications is that training data
amplification using a specific type of semantic preserving transfor-
mation leads to improved performance on testing sets that have
been amplified the same way.

Some of the works [5, 17, 36, 38] go a step further; they evaluate
the effects of amplifying the training dataset using their proposed
method on a testing dataset that has been amplified using a slightly
different but related type of transformation. For example, Henkel
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et al. [17] apply their gradient-based resolution of transformation
sketches to training data, e.g. they select a local variable for renam-
ing and determine the name in such a way that the loss of the target
model is maximized, and evaluate their method on a testing dataset
where variables are randomly renamed. Similarly, Yang et al. [38]
apply their method for variable renaming to a training dataset and
evaluate using the method proposed by Zhang et al. [42], which also
renames variables but determines the new names in a different way.
All of these works find an improved robustness when the training
dataset is amplified in a similar way than the testing dataset.

A recent publication [41] investigates the benefits of data ampli-
fication when the transformations applied to training and testing
dataset are of completely different type. The authors propose two
methods, one for identifier renaming and one for statement inser-
tion, and explore robustness when using one for training and the
other for testing data amplification. They find lower performance
compared to when training and testing dataset were amplified using
the same type of transformation. However, two questions remain
unanswered in this work: Is this preliminary result specific to the
two transformations proposed by the authors or does it hold up in
general, i.e. across different transformations, models and datasets?
What are the effects of training data amplification on the general
capabilities of the model to detect vulnerabilities? Our work aims
to answer both open questions by proposing a methodology that
generalizes the initial result proposed by Zhang et al. [41], and
by carrying out a thorough empirical study that considers a di-
verse set of 11 different transformations, three state-of-the-art ML
techniques and two high-quality datasets.

Some of the semantic preserving transformations proposed in
the literature [17, 36, 39] are computed during the training of the
respective models with the goal to optimize an additional train-
ing objective, which is designed to produce models that are robust
against small transformations of their input (adversarial training).
The difference of adversarial training to standard training data am-
plification is, that in adversarial training the transformations are
computed during training (instead of before the training) and in
such a way, that the loss of the model for each training sample is
maximized. We use both simple semantic preserving transforma-
tions and adversarial training in our experiments.

In order to evaluate the general capabilities of ML techniques
for vulnerability detection and the benefits of data amplification on
them, we collected a new dataset (VulnPatchPairs), which contains
both vulnerable functions and their respective patches. The collec-
tion of a pairwise vulnerability-patch dataset has been proposed
by previous work [4, 8, 31], e.g. for the research field of automated
fixing. However, to the best of our knowledge, we are the first use
such a dataset to evaluate the general capabilities of ML techniques
for vulnerability detection and the effects of data amplification
using semantic preserving transformations.

3 METHODOLOGY

We propose a novel benchmarking methodology to help researchers
better evaluate advances in machine learning for vulnerability de-
tection. The methodology consists of two parts, Algorithm 1 (A1)
and Algorithm 2 (A2).
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Algorithm 1 Detecting Over-fitting to Code Changes

Input: Semantic Preserving Transformations T := {t1,..., tN}
Training Dataset Tr
Testing Dataset Te
Machine Learning Technique MLT
Performance Metric M
: fITr] = train_model(Tr, MLT)
: s[f[Tr], Te] = evaluate_model(f[Tr], Te, M)
: for each tx € T do
Tey =t (Te) testing data amplification
s[fITr], Tex] = evaluate_model(f[Tr], Tex, M)
e[Tr,Tex] =s[f[Tr],Tex] —s[f[Tr],Te]
Tri =t (Tr) training data amplification
fITri] = train_model(Tri, MLT)
9: s[f[Trk], Tex] = evaluate_model(f[Try], Tex, M)
10:  e[Tri, Tex] =s[f[Trr], Tex] —s[f[Tr]. Te]
11: for each tjzx € T do

PN RPN

12: Tej =tj(Te) testing data amplification

13: s[f[Tri], Te;] = evaluate_model(f[Tri ], Te;, M)
14: e[Try,Tej] =s[f[Trr],Te;j] —s[f[Tr],Te]

15:  end for

16: end for

Output: 01 = (X e[Tr,Tex])/N
0y = (X e[Tri, Ter])/N
03 = (Xg Zjzk €[Tr, Tej]) /[ (N(N - 1))

3.1 Label-aware Transformations of Code

A central component of both algorithms are label-aware transfor-
mations of code, and the expectations for vulnerability detection
models that emerge from using them for data amplification.

A code transformation t : C — C is a function that maps
from and to a space C, which represents all possible code snippets
¢ € C in a given programming language. Lets assume we have an
oracle function g : C — {0, 1}, which maps from the space of code
snippets C to either 0 or 1. The oracle function g represents the
ground truth, i.e. it shows whether a code snippet ¢ does (1) or does
not (0) contain a security vulnerability. For a given code snippet
dataset CD c C, a code transformation ¢ can be characterized by
its effect on g(¢(c)) VY ¢ € CD:

Semantic Preserving Transformation. We call a transforma-
tion ¢, semantic preserving w.r.t CD, if the changes introduced
by applying it do not affect the ground truth vulnerability label,
g(c) = g(tp(c)) ¥V ¢ € CD. Figure 1 shows a toy example of a se-
mantic preserving transformation applied to a simple code snippet.

Label Inverting Transformation. We call a transformation
ty label inverting w.r.t CD, if the changes introduced by applying
it change the ground truth vulnerability label, g(c) # g(ty(c)) V
¢ € CD.In other words, a label inverting transformation either adds
or removes a vulnerability from a code snippet.

In general, we expect a vulnerability detection model to correctly
predict, whether a given code snippet contains a security vulnera-
bility, independent of any semantic preserving or label inverting
transformations that have been previously applied to the code snip-
pet. Specifically, we can formulate the following expectations:

(1) If we change a code snippet without affecting the vulnera-
bility label (semantic preserving transformation), we expect
a vulnerability detection tool to compute the same correct
prediction as before applying the change.

(2) If we add or remove a vulnerability from a code snippet
(label inverting transformation), we expect a vulnerability
detection tool to still deliver a correct prediction, or i.e. we

https://t.me/learningnets

2> int main() {

1 #include <stdio.h>

2 int main() {
printf("Hello, World!");
char x;

return 0;

#include <stdio.h>
printf("Hello, World!");

return 0; 5

5} 6 3

(a) Code Snippet (b) Transformed Code Snippet

Figure 1: Example of a semantic preserving transformation.
The change (orange) has no effect on the vulnerability label
(no vulnerability).

expect it to change its prediction with the ground truth
label of the code snippet.

In the following sections we present two algorithms, which allow
to evaluate machine learning techniques for vulnerability detection
using these two expectations.

3.2 A1l: Detecting Over-fitting to Code Changes

The goal of Algorithm 1 is to measure, whether the robustness
gained by data amplification generalizes beyond the specific ampli-
fications applied during training, and whether machine learning
techniques for vulnerability detection still over-fit to amplifications
of their training data that are unrelated to the respective vulnera-
bility labels.

What are the inputs? The inputs of Algorithm 1 are a set of
different semantic preserving transformations T := {t1,....tN}, a
training dataset Tr, a testing dataset Te, a machine learning tech-
nique for vulnerability detection MLT, and a performance metric
M. The training and testing datasets Tr and Te consist of code-label
pairs (¢, v;), with ¢; € C representing code snippets and v; € {0,1}
representing labels that indicate the absence (0) or presence (1) of
security vulnerabilities in the respective code snippets. The ma-
chine learning technique MLT can utilize the training dataset Tr to
train a model f : C — {0, 1}, which maps from the space of code
snippets C to either 1 (vulnerability) or 0 (no vulnerability). The
performance metric M quantifies and aggregates the performance
of a trained machine learning model f on a testing dataset Te into
a single number between 0 (bad) and 1 (perfect).

What is computed? Algorithm 1 computes the average effects
of (a) amplifying the testing data of the selected ML technique using
transformations #; € T (Output 01), (b) using the same transforma-
tions to amplify the training data (Output 03), and (c) using different
transformations to amplify the training data (Output 03).

In lines 4-6, Algorithm 1 computes the effect of amplifying the
testing dataset Te with the transformation t; on the performance
of the model f[Tr]. The result is e[Tr, Tey ], the absolute difference
between the scores of f[Tr] on the clean testing dataset Te and the
amplified testing dataset Tey. In other words, e[Tr, Tex] quantifies
how many points in score are lost if we amplify the testing dataset
with transformation t.. The output 01 aggregates this intermediate
result over all transformations t; € T.

In lines 7-10, Algorithm 1 goes a step further and computes
the effect of both amplifying the training dataset Tr and the test-
ing dataset Te using the same transformation f;. The result is
e[Trg, Ter ], the absolute difference between scores of f[Trg] on



Algorithm 2 Distinguish between Vulnerability and Patch

Input: Semantic Preserving Transformations T := {#1, ..., tN }
Training Dataset Tr
Testing Dataset Te
Vulnerability-Patch Testing Dataset VPT
Machine Learning Technique MLT
Performance Metric M
: fITr] = train_model(Tr, MLT)
s[f[Tr], VPT] = evaluate_model(f[Tr], VPT, M)
: for each t; € T do
Tri =t (Tr) training data amplification
fITri] = train_model(Tri, MLT)
s[f[Tril, VPT] = evaluate_model(f[Try ], VPT, M)
e[Tri, VPT] =s[f[Tri],VPT] - s[f[Tr],VPT]
end for
Output: 0, =s[f[Tr],VPT]
02 = (Xg s[f[Tre], VPT])/N
03 = (3 e[Tri, VPT])/N

PN RPN

the amplified testing Teg and f[Tr] on the testing dataset Te. In
other words, e[Try, Ter] quantifies how many points in score are
lost if we amplify both the training and the testing dataset with
transformation t;. The output o2 aggregates this intermediate result
over all transformations #; € T.

In lines 12-14, the algorithm computes the effect of amplifying
the testing dataset using a different transformation t; than for the
training dataset. The result is e[T7y, Te;], the absolute difference
between scores of f[Tr] on the testing dataset Te and f[Try] on the
amplified testing Te;. In other words, e[Try, Tej] quantifies how
many points in score are lost if we amplify the training and the
testing dataset with different transformations t; and ¢;. The output
03 aggregates this intermediate result over all transformations t;. €
T,t itk eT.

How can the results be used? Using this algorithm, researchers
can effectively evaluate new machine learning techniques for vul-
nerability detection. Specifically, for a selected technique researchers
can answer the following questions:

(1) How much does the performance of my technique decrease
if we amplify the code snippets for testing without affecting
the vulnerability labels? Answer: On average, the perfor-
mance does change by o7 points.

(2) How much performance of my technique can be restored, if
we amplify the training code snippets in a similar way than
the testing code snippets? Answer: On average, 03 — 01 of
the initial decrease can be restored.

(3) How much performance of my technique can be restored,
if we amplify the training code snippets in a different way
than the testing code snippets? Answer: On average, 03 — 01
of the initial decrease can be restored.

(4) Does my technique over-fit to specific amplifications of the
training data that are unrelated to the respective vulnera-
bility labels? Answer: If 0o >> 03: Yes, otherwise No.

3.3 A2: Distinguish between Vulnerability and
Patch

The goal of Algorithm 2 is to evaluate, whether machine learning
techniques for vulnerability detection are able to generalize from
their typical training data to a modified setting, which requires to
distinguish security vulnerabilities from their patches.

https://t.me/learningnets

Risse et al.

What are the inputs? In addition to the inputs of Algorithm 1,
Algorithm 2 requires a special Vulnerability-Patch testing dataset
VPT. VPT also consists of code snippets ¢; € C and vulnerability
labels v; € {0,1}, but for every code snippet c; with label v; = 0,
it also contains a snippet ¢;,; with o; = 1 which represents the
patched version of c;. The relationship between a code snippet
and its patched version can be characterized as a label inverting
transformation tparcy : C — C, which maps code snippets c; to
their patched versions c;.

What is computed? Algorithm 2 uses the Vulnerability-Patch
testing dataset VPT to quantify the ability of the selected ML tech-
nique to generalize to the modified setting of distinguishing be-
tween vulnerabilities and their patches. Specifically, the algorithm
computes this for (a) a model, that was trained on the standard train-
ing dataset Tr (Output 01), and (b) for models that were trained
on amplified data. For the models trained on amplified data, it
computes both the average scores (Output 03), and the average im-
provement compared to the model that was trained on unamplified
data (Output 03).

In the first two lines of the algorithm, a machine learning model
f[Tr] is trained on the training dataset Tr (line 1) and evaluated on
the Vulnerability-Patch testing dataset VPT (line 2), resulting in the
score s[f[Tr], VPT]. The score s[f[Tr], VPT] quantifies the ability
of f[Tr] to distinguish between the vulnerable code snippets and
their patches contained in VPT.

After that, the algorithm computes the effects of amplifying the
training dataset Tr with the different transformations ;. on the per-
formance of the model on the Vulnerability-Patch testing dataset
VPT. The result is e[Try, VPT]), the absolute difference in perfor-
mance of f[Trg] and f[Tr] on the testing dataset VPT. In other
words, e[Try, VPT] quantifies how many points in score are gained,
if we amplify the training dataset with transformation t. The out-
put o3 aggregates this intermediate result over all transformations
t €T.

How can the results be used? Using Algorithm 2, researchers
can effectively evaluate whether the high scores of ML techniques
for vulnerability detection are specific to the testing datasets on
which they were computed, or if they generalize to a slightly modi-
fied vulnerability detection setting. Specifically, for a selected tech-
nique researchers can answer the following questions:

(1) Does the performance of my model generalize to a modified
setting, which requires to distinguish vulnerabilities from
their patches? Answer: The model can distinguish between
vulnerabilities and their patches with performance o;.

(2) Does training data amplification using semantic preserving
transformation help my model to generalize to a modified
vulnerability detection setting? Answer: On average, 03
score points are gained by training data amplification.

4 EXPERIMENTAL SETUP
4.1 Research Questions

Our objective is to validate empirically, whether the two proposed
algorithms can be used to evaluate state-of-the-art machine learn-
ing techniques for vulnerability detection. Specifically, we aim to
answer the following research questions.
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Table 1: The semantic preserving transformations, that we
used in our experiments.

Identifier Type Description
t Identifier Renaming ~ Rename all function parameters to a ran-
dom token.
ty Statement Reordering  Reorder all function parameters.
t3 Identifier Renaming ~ Rename the function.
ty Statement Insertion Insert unexecuted code.
ts Statement Insertion Insert comment.
te Statement Reordering ~ Move the code of the function into a sepa-
rate function.
ty Statement Insertion Insert white space.
tg Statement Insertion Define additional void function and call it
from the function.
ty Statement Removal Remove all comments.
t1o Statement Insertion Add code from training set as comment.
t1 All Random selection of #; to #1g.
ADV Statement Insertion ~ Add adversarially optimized variable dec-

laration (Adversarial training) [39].

RQ.1 How is the performance of ML techniques affected, if
we amplify the input code snippets without affecting
the vulnerability labels? (a) Can we measure a decrease in
performance, if we amplify the testing data of ML techniques
using semantic preserving transformations? (b) Does training
data amplification using the same transformations restore the
initial performance?

RQ.2 Do ML techniques over-fit to specific amplifications
of their training data that do not affect the respective
vulnerability labels? (a) Can we still restore the performance,
if we amplify the training dataset with a different semantic
preserving transformation than the testing dataset? (b) Can
we restore the performance, if we replace the simple semantic
preserving transformations with adversarial training?

RQ.3 Are the high scores of ML techniques specific to bench-
mark datasets or do they generalize to a modified vulner-
ability detection setting? (a) Are state-of-the-art machine
learning techniques able to distinguish between vulnerable
functions and their patches? (b) Does training data amplifica-
tion using semantic preserving transformations have a positive
effect on this ability?

4.2 Semantic Preserving Transformations

One of the central components of algorithms 1 and 2 are semantic
preserving transformations.

The most common semantic preserving transformations that
are used in the literature to investigate the robustness of machine
learning techniques for source code related tasks are identifier re-
naming [17, 36, 38, 39, 41, 42], insertion of unexecuted statements
[17, 36, 39, 41], replacement of statements with equivalent state-
ments [20], reordering of unrelated statements [28], deletion of
unexecuted statements (e.g. comments) [20], or combinations of
the before mentioned [17, 36, 41].

Table 1 shows the 11 semantic preserving transformations that
we implemented for the experiments presented in this paper. We
tried to cover all types of transformations commonly used in the
literature. The table lists all transformations, categorizes them by
type and provides short descriptions for each of them. To investigate
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the effects of adversarial training for RQ.2 (see Section 5), we re-
implemented the adversarial training method proposed by Yefet
et al. [39] as one of our semantic preserving transformations (see
ADV in Table 1).

4.3 Vulnerability Detection Datasets

We use two publicly available vulnerability detection datasets for
our experiments.

CodeXGLUE/Devign. CodeXGLUE is a machine learning bench-
mark for code understanding and generation [24]. It consists of
several datasets for different source code related tasks. In our exper-
iments, we only use the dataset for vulnerability detection, which
is based on the Devign dataset [43]. Throughout this paper, we
refer to this dataset as the CodeXGLUE/Devign dataset or just as
the CodeXGLUE dataset. The CodeXGLUE dataset contains 26.4k C
functions, from which 45.6% contain vulnerabilities, i.e. the dataset
is fairly balanced. The types of the vulnerabilities were not formally
classified, but based of the collection process the authors found
most vulnerabilities in the dataset to be memory-related, e.g. mem-
ory leaks, buffer overflows, memory corruption or crashes. The
authors of the CodeXGLUE benchmark also maintain a leaderboard
[25], which tracks the performance of popular machine learning
techniques on the different datasets of the benchmark.

VulDeePecker. The other vulnerability detection dataset that
we use in this paper is the Code Gadget Database, that was in-
troduced with the VulDeePecker bug detector [23]. We refer to
this dataset as the VulDeePecker dataset. The original dataset con-
tains 61.6k C/C++ code samples derived from the NVD [7] and the
SARD [6], from which 17.7k contain vulnerabilities, mainly buffer
(CWE-119) and resource management errors (CWE-399).

4.4 New Dataset: VulnPatchPairs

In order to investigate the ability of machine learning techniques
to distinguish between vulnerabilities and their patches (RQ3), we
collected a new dataset, which we call VulnPatchPairs.
VulnPatchPairs is an extension of the CodeXGLUE/Devign vul-
nerability detection dataset [43], which consists of C functions
from two popular open source repositories, FFmpeg [12] and Qemu
[32]. The creators of the dataset describe the collection process
in their original publication [43]. As a first step, they filtered the
selected repositories for security related commits using a list of key-
words. Then, they invested 600 work-hours of a four-person team
of security researchers to classify the security related commits
into vulnerability-fix commits (VFCs) and non vulnerability-fix
commits (non-VFCs), and extracted the respective functions be-
fore the commits were applied as vulnerable (before VFCs) and
non-vulnerable (before non VFCs) functions. The actual patched
versions of the functions (after the VFCs were applied) are not
part of their original dataset. However, for each function of their
dataset, the authors released the respective commit id from the two
open-source repositories as additional information. We used this
information to extract the actual patched versions of the vulnerable
functions in the CodeXGLUE dataset from the FFmpeg and Qemu
repositories, and created a new dataset: VulnPatchPairs. We verified



VulnPatchPairs by randomly selecting approx. 100 vulnerability-
patch pairs from the dataset and checking, whether they actually
contain vulnerabilities and their patches.

In total, VulnPatchPairs consists of 26.2k C functions from the
two open source repositories FFmpeg and Qemu. Exactly half (13.1k)
of the 26.2k functions contain security vulnerabilities, and were
copied from the CodeXGLUE/Devign vulnerability detection dataset.
The other 13.1k are the respective patches of the vulnerable func-
tions, which we extracted from the open source repositories. We
publish the complete dataset as supplementary material in a pub-
licly available GitHub repository (see Section 4.7).

4.5 Machine Learning Techniques

We selected three state-of-the-art machine learning techniques for
our experiments.

Selection Criteria. In order to select techniques which rep-
resent the state-of-the-art of machine learning for vulnerability
detection, we chose the Top-3 techniques from the CodeXGLUE
leaderboard [25] for which the authors provide open-source imple-
mentations. Measured by citations! (289) and GitHub Stars? (972),
CodeXGLUE is the most well known benchmark for source code
related machine learning techniques. The vulnerability detection
dataset of the benchmark [43] is also highly cited (253 citations®)
and widely used for evaluating machine learning techniques for
automatic vulnerability detection.

Selected Techniques. Based on the described criteria, we se-
lected CoTexT [30], VulBERTa [14] and PLBart [2] for our exper-
iments. At submission time of this paper, the three techniques
hold rank 1 (CoTexT), rank 5 (VulBERTa), and rank 9 (PLBart) on
the CodeXGLUE leaderboard for vulnerability detection [25]. The
authors of all three techniques provide publicly available imple-
mentations of their techniques [26, 29, 37].

4.6 Model Training Pipeline

We used a similar training setup for all model instances that we
trained for our experiments.

Data split. For the CodeXGLUE/Devign dataset we used the
train-/validation-/testing dataset split provided by the authors of
the benchmark [24], which resulted in a training dataset with 21k
functions, a validation dataset with 2.7k functions, and a testing
dataset with 2.7k functions. For the VulDeePecker dataset we used
the split provided by the Hanif et al. [14], which resulted in a
training dataset with 128.1k functions, a validation dataset with
16k functions, and a testing dataset with 16k functions. The split
for VulnPatchPairs is derived from the split of CodeXGLUE, such
that all and only vulnerable functions in training, validation, and
testing sets, respectively, of CodeXGLUE where taken as training,
validation, and testing sets of VulnPatchPairs, augmented by their
corresponding patches.

Pre-processing. We employed several pre-processing steps for
the models trained with CoTexT. Since some special characters (e.g.
"#") are out-of-vocabulary for the tokenizer of CoTexT, the authors
replaced them with natural language tokens (e.g. "SHARP_TOKEN").

ISource: https://api.semanticscholar.org/CorpusID: 231855531
2Source: https://github.com/microsoft/CodeXGLUE
3Source: https://api.semanticscholar.org/CorpusID: 202539112
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We implemented the same mapping as the authors of CoTexT [29]
to address this issue for all three datasets. We also pre-pended the
string "defect detection: " to each code snippet, since the authors
used this approach to distinguish between the different tasks in
their multi-task setup. Furthermore, we mapped all the labels of our
datasets to either the tokens "positive" (vulnerable) or "negative"
(not vulnerable) to match the text-to-text architecture of CoTexT.
We verified our pre-processing by successfully reproducing the
original scores reported by Phan et al. [30]. For the models trained
with PLBart and VulBERTa, we did not employ additional technique-
specific pre-processing steps.

For the VulDeePecker dataset, we removed all duplicate functions
and also replaced all label revealing tokens (e.g. comment with
token "bad" above a vulnerable function) that we found by manual
inspection of the dataset with randomly selected tokens. For the
CodeXGLUE and VulnPatchPairs datasets, we applied no additional
pre-processing steps.

Hyperparameters. For all three ML techniques, we used the
pre-trained models provided by the respective authors as starting
points for our experiments. Similar to Hanif et al. [14], we noticed
a relatively quick convergence of our performance metrics in our
initial experiments (after 2-7 epochs), which is why we trained each
model instance for 10 epochs. After each epoch, we collected the
average loss and several performance metrics both for the training
dataset and the testing dataset. For all hyperparameters except the
batch size for CoTexT, we used the values that were reported in the
original papers [2, 14, 30]. Due to limited VRAM of our hardware,
we had to change the batch size for CoTexT from 128 to 8. To make
sure that this change had no negative impact on the performance of
CoTexT, we verified that we can still reproduce the reported scores
of the original publication [30]. Consult our published training
scripts (see Section 4.7) for the complete list of hyperparameter
values that we used.

Tokenization. For all three ML techniques, we used the pre-
configured tokenizers that the authors provide in their open-source
implementations [26, 29, 37].

Performance metrics. We tracked and quantified the perfor-
mance of our trained models on the selected testing datasets using
several commonly used performance metrics. We report two met-
rics in this paper: Accuracy and F1-score.

For CodeXGLUE/Devign as a balanced dataset (45.6% vulnera-
ble functions), we use accuracy as the main performance metric.
Accuracy is defined as the percentage of correct predictions for a
particular testing dataset, and is the most popular metric for binary
classification tasks in machine learning. Both in the CodeXGLUE
benchmark [24] and on the leaderboard [25] accuracy is used as
main performance measure.

For VulDeePecker as a relatively imbalanced dataset (28.7% vul-
nerable functions) we use the F1-score as the main performance
metric. The F1-score is defined as the harmonic mean of precision
and recall, and is most suitable when the positive class (in our case
vulnerable functions) is the minority class in an imbalanced dataset.

Hardware. We used a setup of five Nvidia A100 GPUs, each
equipped with 40 GB HBM2 memory. One complete run of all our
experiments takes approx. 45 days on a single A100 GPU, which
equals approx. 45/5 = 9 days when all five GPUs are utilized.


https://api.semanticscholar.org/CorpusID:231855531
https://github.com/microsoft/CodeXGLUE
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(a) Test set accuracy over ten training epochs of different models trained

with VulBERTa on the CodeXGLUE/Devign dataset. Amplifying the testing

set Te with transformation t;, (green) decreases the accuracy, but applying

the same transformation also to the training dataset Tr (purple) restores

the accuracy back to previous levels.
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(b) Extension of the results in Figure 2a, for all transformations ¢, € T, and
for all three ML techniques. The boxplots represent distributions of the
resulting accuracies. Amplifying the testing set Te with transformations
ti € T (green boxplots) decreases the accuracy, but applying the same
transformation also to the training dataset Tr (purple boxplots) restores
the accuracy back to previous levels.

Figure 2: Effects of amplifying the testing data and the training data using the same semantic preserving transformations.

4.7 Reproducibility

To facilitate open science and rigorous reproducibility, we publish
all of our data, code and results. At the time of submission, they
are available at the following URL.

*x https://github.com/niklasrisse/LimitsOfML4Vuln

In addition to all of the data and results, the repository contains
Python scripts with deterministic settings, so that our experimental
results can be exactly reproduced.

5 EXPERIMENTAL RESULTS
RQ.1 Testing- and Training Data Amplification

We investigate, whether (a) testing data amplification using se-
mantic preserving transformation decreases the performance of
state-of-the-art ML techniques for vulnerability detection, and (b)
whether training data amplification using the same transformations
restores the performance towards previous levels.

Methodology. We used Algorithm 1 to investigate both ques-
tions. We ran the algorithm for each ML technique and dataset
separately and measured the outcomes using the respective pre-
ferred performance metrics (see Section 4.6). We did not only record
the outcomes after completing the full training of the respective
models, but also after each training epoch in order to observe the
progression of the learning process.

Results. Figure 2a shows the test set accuracy of different Vul-
BERTa models measured after each of the ten training epochs. We
can observe, that amplifying the testing dataset Te with transfor-
mation t19 leads to a substantial drop in accuracy, represented by
the gap between the green and red graphs in the figure. We can
also observe, that amplifying the training dataset Tr with the same
transformation t1¢ as the testing dataset, restores the accuracy back
to previous levels (purple graph).

Figure 2b extends the results of Figure 2a to all semantic preserv-
ing transformations t; € T, and to all three ML techniques. Instead
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of showing the accuracy for each training epoch, we only use the
maximum accuracy across the full training. Across all three ML
techniques we can observe, that amplifying the testing dataset Te
with transformations #; € T (represented by the green boxplots),
on average, leads to a drop in accuracy compared to evaluations
on the standard testing dataset Te (represented by the horizontal
lines). In parallel to Figure 2a we can also observe that, on average,
training data amplification using the same transformation as for
testing data amplification leads to a restoration of the observed
drops in accuracy (represented by the purple boxplots).

Table 2 summarizes the outputs of Algorithm 1 for all three ML
techniques and both datasets. Specifically, it shows the average
recorded drops in score, when only the testing dataset was am-
plified (fourth column, o01), the training and testing datasets were
amplified using the same transformation (fifth column, 03), and
the training and testing datasets were amplified using a different
transformation (sixth column, o3). We observe that, on average,
amplifying the testing dataset leads to a drop in score (—0.020 for
CodeXGLUE, —0.030 for VulDeePecker), and amplifying the train-
ing dataset using the same transformation restores that decrease
towards previous levels. On average, approx. 59.8% (CodeXGLUE)
and 54.1% (VulDeePecker) of the lost score is restored.

Across 2 datasets, 3 ML techniques, and 11 transformations, on
average, (a) testing data amplification using semantic preserving
transformations leads to a drop in score (CodeXGLUE: —0.020,
VulDeePecker: —0.030), and (b) training data amplification using
the same transformations restores 59.8% (CodeXGLUE) and 54.1%
(VulDeePecker) of the lost performance.

RQ.1 has already been studied in the literature, for many different
ML techniques, datasets, and tasks [5, 17, 21, 22, 36, 38, 39, 41, 42].
Based on our evidence, we can approve the findings of the literature.
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Table 2: Algorithm 1 Results: Average effects of amplifying only the testing data (01), training and testing data using the same
(02), or a different transformation (03).

Dataset Technique s[Tr,Te] o1=% % 02 =Dk % 03 = Yk Xjzk e(g(rﬁiff)j)]
CodeXGLUE VulBERTa 0.639 -0.017 | -0.004 7 -0.025 |
CodeXGLUE ~ CoTexT 0.673 -0.022 | -0.014 7 0030 |
CodeXGLUE  PLBart 0.633 -0.021 | -0.007 T -0.026 |

0.020 | ~0.008 T 20.027 |
VulDeePecker ~ VulBERTa 0.875 -0.067 | -0.011 7 -0.057 |
VulDeePecker ~ CoTexT 0.873 -0.007 | -0.005 T -0.018 |
VulDeePecker  PLBart 0.865 -0.014 | -0.007 7 -0.035 |

0.030 | 0.007 T 20.037 |

RQ.2 Over-fitting to Specific Transformations

We investigate, whether (a) the performance of ML techniques can
still be restored if we amplify the training dataset with a different
semantic preserving transformation than the testing dataset, and (b)
whether the performance can be restored if we replace the training
data amplification with adversarial training.

Methodology. We use Algorithm 1 to investigate RQ.2(a), with
the same setup as for RQ.1. To investigate research question RQ.2
(b), we use an altered version of Algorithm 1, in which we train
an additional model with adversarial training using the method
proposed by Yefet et al. [39] (see Section 4.2) after the standard
training in line 1 of the algorithm. We denote this adversarially
trained model by f[Trapy].

Results. Figure 3a is similar to Figure 2a, it also shows the test
set accuracies of different VulBERTa models measured after each
of the ten training epochs. In addition to the results displayed in
Figure 2a, Figure 3a shows the accuracies (gray lines) of models
trained on data that was amplified using all transformations except
t10, which was used to amplify the testing dataset. We observe, that
amplifying the training dataset Tr with different transformations
tr+10 as the testing dataset does not restore the accuracy to previous
levels.

Figure 3b visualizes the same results for all semantic preserving
transformations t; € T and for all three ML techniques. Again,
the green and the purple boxplots represent the distributions of
accuracies, when either only the testing dataset (green) or training
and testing datasets were amplified using the same transformation
(purple). The yellow boxplots represent the distribution of accu-
racies achieved by models that were trained on data, which was
amplified using a different transformation than for the testing data.
Across all three ML techniques we observe that, on average, am-
plifying the training dataset Tr with a different transformations
tr+; as the testing dataset does not restore the accuracy back to
previous levels.

Figure 3c visualizes the same results as Figure 3b, but using the
VulDeePecker dataset. In this case, the y-axis measures the F1-score,
since this is the preferred evaluation metric for the VulDeePecker
dataset. Again, we observe that, on average, amplifying the train-
ing dataset Tr with a different transformations #;; as the testing
dataset does not restore the accuracy back to previous levels.

In addition to the results for RQ.1, Table 2 also shows the average
recorded drops in score, when the training and testing datasets were
amplified using different transformations (sixth column, 03). We
observe that, on average, the score drops by 0.027 (CodeXGLUE) and
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0.037 (VulDeePecker). Across the three techniques, the decrease is
on average 35.7% (CodeXGLUE) and 97.4% (VulDeePecker) stronger
than for training on unamplified data. In other words, amplifying
the training dataset using a different transformation than for the
testing dataset did not restore the score towards previous levels,
but instead decreased it even further.

Figure 3d shows the results of extending Algorithm 1 to adver-
sarial training. In parallel to Figure 3b and Figure 3c, the green
and the purple boxplots represent the distributions of accuracies,
when either only the testing dataset (green) or training and testing
datasets were amplified using the same transformation (purple).
The pink boxplots represent the distribution of accuracies achieved
by adversarial training for testing datasets amplified using the dif-
ferent transformations t; € T. We observe, that adversarial training
also does not restore the accuracy back to previous levels. Across
all transformations #; € T, on average, adversarial training leads to
0.002 (VulBERTa), -0.014 (CoTexT), and 0.0 (PLBart) improvement
in accuracy compared to unamplified training.

N
(a) Across 2 datasets, 3 ML techniques, and 11 transformations,

amplifying the training dataset using a different transformation
than for the testing dataset does not restore the performance back
to previous levels. Instead of restoring, on average, the performance
even drops by 35.7% (CodeXGLUE) and 97.4% (VulDeePecker) more
compared to using standard training data. In other words, the ML
techniques over-fit to the label-unrelated features introduced by
semantic preserving transformations during training. (b) Replac-
ing training data amplification with adversarial training also does
not restore the performance back to previous levels.

In summary, we can observe that across the tested ML techniques,
transformations and datasets, training data amplification does only
restore the performance back to previous levels when the testing
dataset is amplified in a similar way than the training dataset.

The robustness gained by data amplification only applies to the
specific transformations used during training of the model.

RQ.3 Generalization to VulnPatchPairs

We investigate, whether (a) ML techniques are able to generalize
from typical vulnerability detection training datasets to a modified
setting, in which they have to distinguish between vulnerabilities
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(a) Test set accuracy over ten training epochs of different models trained
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(c) Same setup as for Figure 3b, but using the VulDeePecker dataset. The
boxplots represent distributions of the resulting F1-scores. Amplifying
the training set Tr with different transformations #; # j than the testing
dataset (yellow boxplots) does not restore the F1-score back to previous
levels.
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(b) Extension of the results in Figure 3a, for all transformations ¢, € T
and for all three ML techniques. The boxplots represent distributions of
the resulting accuracies. Amplifying the training set Tr with different
transformations f; # j than the testing dataset (yellow boxplots) does not
restore the accuracy back to previous levels.
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(d) Similar setup as for Figure 3b, but using adversarial training to amplify
the training dataset. Amplifying the training set Tr with adversarial train-
ing (pink boxplots) does not restore the accuracy back to previous levels.

Figure 3: Effects of amplifying the training data with different semantic preserving transformations than the testing data.

and their patches, and (b) whether training data amplification leads
to an improvement in performance in this modified setting.

Methodology. We used Algorithm 2 to investigate both ques-
tions. We ran the algorithm for all three ML techniques seperately,
and used the training subset of the CodeXGLUE/Devign dataset
(see Section 4.3) as training dataset Tr. We used the testing subset of
VulnPatchPairs (see Section 4.4) as the vulnerability-patch testing
dataset VPT.

Results. Table 3 shows the computed outputs of running Al-
gorithm 2. Specifically, it shows the accuracy of different models
evaluated on the standard CodeXGLUE/Devign testing dataset Te
(second column, s[ f[Tr], Te]), evaluated on the vulnerability-patch
testing dataset VPT (third column, 01), and the average accuracy of
models trained on amplified data and evaluated on the vulnerability-
patch testing dataset VPT (fourth column, 0;). We observe, that the
accuracy of all three ML techniques evaluated on the vulnerability-
patch testing dataset VPT (o01) is far worse than the accuracy on
the standard CodeXGLUE/Devign testing dataset Te (s[f[Tr], Te]).
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Since VPT is perfectly balanced (50% vulnerable, 50% not vulner-
able), a random guesser (coin flip) would be expected to achieve
an accuracy of 0.5. On average, the three ML techniques achieve
an accuracy of 0.518, which is only 0.018 higher than the expected
accuracy of a random guesser.

From the fourth and the fifth columns of Table 3 (02 and 03) we
can also observe that, on average, training data amplification leads
to no improvement of the accuracy compared to the models trained
on unamplified training data.

(a) All three ML techniques are not able to distinguish between
vulnerabilities and their patches. On average, the performance is
only 0.018 better than the expected accuracy of a random guesser.
In other words, the ML techniques are unable generalize from their
training data to a slightly modified vulnerability detection setting.
(b) Training data amplification has no effect on the ability of the
models to generalize to the modified setting.




Table 3: Algorithm 2 Results: Accuracy on VulnPatchPairs
(01) and the effects of training data amplification (o2, 03).

01 = 0y = 03 =

Technique s[f[Tr],Te] s[f[Tr],vpT] ZUITrRbVPT] Zicel/[Trcl VET)
VulBERTa 0.639 0.527 0.522 -0.005
CoTexT 0.673 0.503 0.501 -0.001
PLBart 0.633 0.524 0.528 0.004
0.648 0.518 0.517 -0.001

6 THREATS TO VALIDITY

As for any empirical study, there are various threats to the validity
of our results and conclusions.

Internal validity. There are several potential sources of sys-
tematic error in our experiments.

A common source of systematic error in empirical studies on
machine learning techniques is hyperparameter selection. Given
a particular desired outcome, hyperparameters can be optimized
to move the result in the desired direction. We tried to minimize
this risk by taking the values for hyperparameters provided by the
authors of the chosen ML techniques.

Another potential source of systematic error is the training-
/testing dataset split. Similar to hyperparameter selection, dataset
split can also be varied to change a result in a desired direction.
We tried to avoid this risk by taking the provided splits of the
CodeXGLUE benchmark [24] and by Hanif et al. [27].

Even the choice of random seed can be a source of systematic
error in machine learning training pipelines. We addressed this by
randomly selecting and then fixing random seeds prior to carrying
out the particular experiments.

External validity. The degree to which our results generalize to
other machine learning techniques, vulnerability detection datasets,
semantic preserving transformations, and performance metrics, are
concerns of external validity. We tried to minimize the risk attached
to these concerns by evaluating a wide set of three state-of-the-art
techniques, two datasets, two performance metrics, and 11 semantic
preserving transformations. However, all evaluated ML techniques
happen to be token-based large language models (LLMs). As our
selection criterion, we defined the top-performing ML techniques
on the most widely known ML vulnerability detection benchmark
CodeXGLUE [24, 25] that are available as open source. This gave
us ranks 1, 5, and 9 of the leaderboard, all of which are token-based
LLMs. In fact, 8 of the Top-10 solutions on the leaderboard are
token-based LLMs. Investigating, whether our results generalize to
other types of techniques, e.g. to graph-based neural networks or
path-based sequential models, would be an interesting avenue for
future work. We tried to keep both Algorithm 1 and Algorithm 2
as general as possible, so that they can easily be adapted to other
techniques, datasets, transformations, and metrics.

The concern of generalization is also valid for our results on
adversarial training (see Figure 3d), which we computed by us-
ing only one particular technique [39] to compute the adversarial
transformations.

Simplicity of Transformations. Some of the semantic pre-
serving transformations that we used (see Table 1) could be easily
addressed by adding additional data pre-processing (e.g. mapping
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Figure 4: Naturalness of the semantic preserving transfor-
mations, that we used in our experiments. Lower cross en-
tropy means higher naturalness. All transformations except
t; (identifier renaming) lead to lower or equal cross entropy
than no transformation (None).

identifiers to standardized names). However, the specific transfor-
mations that we implemented are merely a tool to demonstrate, that
the robustness gained by training data amplification only applies
to the specific transformations used for training and that the tech-
niques that we investigated over-fit to the label-unrelated features
introduced by these transformations. For a new technique, they
could be replaced by a different set of transformations.

Naturalness. Since vulnerability detection techniques are ulti-
mately designed to be applied to real-world code, we also need to
ensure that our transformations lead to code snippets which could
occur in the real world, or i.e., lead to natural code. We measured the
naturalness of our transformations using the method introduced by
Hindle et al. [18] and present the results in Figure 4. Following the
method of Hindle et al., we first trained a 2-gram markov model on
the CodeXGLUE training dataset. Using the trained model, we can
compute the cross entropy of a given code snippet, which represents
how surprising or unnatural the code snippet is relative to the code
snippets observed in the training dataset (for a detailed explanation
consult the work of Hindle et al. [18]). Using this approach, we com-
puted the cross entropy for all code snippets in the CodeXGLUE
testing dataset (green boxplot), and for transformed versions of
the CodeXGLUE testing dataset (purple boxplots). The green line
represents the average cross entropy for all code snippets in the
untransformed CodeXGLUE testing dataset. We can observe, that
for all transformations except t; (identifier renaming), the cross
entropy is similar or lower than for the untransformed dataset. In
other words, all transformations except t; (identifier renaming) lead
to code snippets that are similar in naturalness compared to the
real-world code of the CodeXGLUE testing dataset.

Class balance. He et al. [15] have shown that learning-based vul-
nerability detection techniques trained on fairly balanced datasets
(such as CodeXGLUE and VulDeePecker) often fail to generalize to
real-world code repositories, which usually contain a much smaller
ratio of security vulnerabilities [19]. However, measured by ci-
tations, these balanced datasets are still by far the most popular
datasets to evaluate machine learning techniques for vulnerability
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detection. To our current knowledge, there is no vulnerability detec-
tion dataset with sufficient size (more than 10k code snippets), high
quality labels (provided by security experts), and a realistic distri-
bution of vulnerable to non-vulnerable code snippets that is widely
used in the research community to evaluate machine learning tech-
niques (at least 50 citations). This is why we decided to focus our
experiments on the CodeXGLUE and VulDeePecker datasets, even
though they do not reflect a realistic class distribution.

7 DISCUSSION AND FUTURE WORK

In summary, our results demonstrate that the robustness gained by
data amplification only applies to the specific transformations used
during training of the model, that state-of-the-art ML techniques
still over-fit to the label-unrelated features introduced by semantic
preserving transformations during training, and that they are not
able to generalize to a modified setting, in which they have to
distinguish between vulnerabilities and their patches.

Over-fitting of learned models is a well-known problem in the
machine learning research field [10, 40]. The degree of over-fitting
for a specific machine learning model is usually measured as the
gap in score quantified by a chosen performance metric between
the training dataset and a held-out test dataset. Our proposed Al-
gorithm 1 is a novel way to measure over-fitting of ML techniques
for vulnerability detection, that goes beyond the performance gap
between training and testing datasets in a standard evaluation
setup, and can even detect over-fitting if there is no gap in the stan-
dard setup at all. There are several common strategies to reduce
over-fitting in the standard evaluation setup, e.g. early-stopping,
dropout or large pre-training datasets [40], which are already in-
tegrated in the ML techniques that we used in our experiments.
However, our experiments demonstrate that the techniques are
still severely over-fitting to label-unrelated features introduced by
semantic preserving transformations during training data amplifi-
cation. Finding ways to robustify ML techniques without or with
minimal over-fitting will be a central challenge of the machine
learning for vulnerability detection research area. We hope that
our proposed algorithms can be used to understand the problem, to
develop new approaches and to track the progress in this direction.

Generalization. The results for RQ.3 (see Section 5) reveal,
that state-of-the-art ML techniques for vulnerability detection lack
the ability to generalize from their training data to a modified
setting, which requires to distinguish between vulnerabilities and
their patches. Since we can not assume that real-world software
systems would be similar to the training data of these techniques,
the ability to generalize to modified settings would be required for
these techniques to be safely integrated in real software engineering
environments.

The ability of a ML technique to generalize to testing data that
is differently distributed than the training data is also called out-of-
distribution generalization, and the lack of it for machine learning
techniques has been recently identified (e.g. in the computer vision
domain [16, 35]). Our proposed Algorithm 2 can be seen as a tool
to measure out-of-distribution generalization for the domain of
automatic vulnerability detection. It would be an interesting avenue
for future work to try approaches that have been used to address
out-of-distribution generalization in other domains (e.g. causal
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representation learning [34]) on the task of automatic vulnerability
detection, and measure the success using our Algorithm 2.
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