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Chapter1

Networking

You can get up and running with Calico by following any of the Calico without needing to be a
networking expert. Calico hides the complexities for you. However, if you would like to learn more about networking so
you can better understand what is happening under the covers, this guide provides a short introduction to some of the
key fundamental networking concepts for anyone who is not already familiar with them.

In this chapter you will learn:

« The terms used to describe different layers of the network.
« The anatomy of a network packet.

« What MTU is and why it makes a difference.

« How IP addressing, subnets, and IP routing works.

« What an overlay network is.

+ What DNS and NAT are.

Network layers

The process of sending and receiving data over

a network is commonly categorized into 7 layers
(referred to as the ). They layers are typically
abbreviated as L1- L7. You can think of data as passing
through each of these layers in turn as it is sent or
received from an application, which each layer being
responsible for a particular part of the processing

required to send the data over the network. . lLayer 5: _SeSSion .
Maintains connections and sessions

In a modern enterprise or public cloud network, the layers
commonly map as follows:

« L5-7: all the protocols most application developers
are familiar with. e.g. HTTP, FTP, SSH, SSL, DNS.

Transmit Data
Ble(] 9AI929Y

Layer 3: Network
Controls the path the packets of data will
* L4: TCP or UDP, including source and destination take across the network

ports. Layer 2: Data Link

- L3:IP packets and IP routing. Defines the format of the data as frames

sent over a network link

+ L2:Ethernet packets and Ethernet switching.
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Anatomy of a nhetwork packet

When sending data over the network, each layer in the network stack adds its own header containing the control/
metadata the layer needs in order to process the packet as it traverses the network, passing the resulting packet on
to the next layer of the stack. In this way the complete packet is produced, which includes all the control/metadata
required by every layer of the stack, without any layer understanding the data or needing to process the control/
metadata of adjacent network layers.
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IP addressing, subnets and IP routing

The L3 network layer introduces IP addresses and typically marks the boundary between the part of networking
that application developers care about, and the part of networking that network engineers care about. In particular
application developers typically regard IP addresses as the source and destination of the network traffic, but have
much less of a need to understand L3 routing or anything lower in the network stack, which is more the domain of
network engineers.

There are two variants of IP addresses: IPv4 and IPv6.

+ IPv4 addresses are 32 bits long and the most commonly used. They are typically represented as 4 bytes in
decimal (each 0-255) separated by dots. e.g. 192.168.27.64 . There are several ranges of IP addresses that are
reserved as “private’, that can only be used within local private networks, are not routable across the internet.
These can be reused by enterprises as often as they want to. In contrast “public” IP addresses are globally unique
across the whole of the internet. As the number of network devices and networks connected to the internet has
grown, public IPv4 addresses are how in short supply.

Chapter 1: Networking | 7
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+ IPv6 addresses are 128 bits long and desighed to overcome the shortage of IPv4 address space. They are typically
represented by 8 groups of 4 digit hexadecimal numbers. e.g. 1203:8£fe0:£e80:b897:8990:8a7c:99bf:323d .
Due to the 128 bit length, there’s no shortage of IPv6 addresses. However, many enterprises have been slow to
adopt IPv6, so for now at least, IPv4 remains the default for many enterprise and data center networks.

Groups of IP addresses are typically represented using that consists of an IP address and number of
significant bits on the IP address separated by a / .For example, 192.168.27.0/24 represents the group of 256 IP
addresses from 192.168.27.0 to 192.168.27.255 .

A group of IP addresses within a single L2 network is referred to as a subnet. Within a subnet, packets can be sent
between any pair of devices as a single network hop, based solely on the L2 header (and footer).

To send packets beyond a single subnet requires L3 routing, with each L3 network device (router) being responsible
for making decisions on the path to send the packet based on L3 routing rules. Each network device acting as a
router has routes that determine where a packet for a particular CIDR should be sent next. So for example, in a Linux
system, aroute of 10.48.0.128/26 via 10.0.0.12 dev ethO indicates that packets with destination IP address in
10.48.0.128/26 should be routed to a next network hop of 10.0.0.12 overthe eth0 interface.

Routes can be configured statically by an administrator, or programmed dynamically using routing protocols. When

using routing protocols each network device typically needs to be configured to tell it which other network devices it

should be exchanging routes with. The routing protocol then handles programming the right routes across the whole
of the network as devices are added or removed, or network links come in or out of service.

One common routing protocol used in large enterprise and data center networks is . BGP is one of the main
protocols that powers the internet, so scales incredibly well, and is very widely supported by modern routers.

Overlay networks

An overlay network allows network devices to communicate across an underlying network (referred to as the
underlay) without the underlay network having any knowledge of the devices connected to the overlay network. From
the point of view of the devices connected to the overlay network, it looks just like a normal network. There are many
different kinds of overlay networks that use different protocols to make this happen, but in general they share the
same common characteristic of taking a network packet, referred to as the inner packet, and encapsulating it inside
an outer network packet. In this way the underlay sees the outer packets without needing to understand how to handle
the inner packets.

How the overlay knows where to send packets varies by overlay type and the protocols they use. Similarly exactly how
the packet is wrapped varies between different overlay types. In the case of VXLAN for example, the inner packet is
wrapped and sent as UDP in the outer packet.

httpS//tmmgn EﬂLICQ Chapter1: Networking | 8
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Overlay networks have the advantage of having minimal dependencies on the underlying network infrastructure, but
have the downsides of:

« having a small performance impact compared to non-overlay networking, which you might want to avoid if
running network intensive workloads

« workloads on the overlay are not easily addressable from the rest of the network. so NAT gateways or load
balancers are required to bridge between the overlay and the underlay network for any ingress to, or egress from,
the overlay.

Calico networking options are exceptionally flexible, so in general you can choose whether you prefer Calico to provide
an overlay network, or non-overlay network. You can read more about this in the Calico
guide.

DNS

While the underlying network packet flow is determined using IP addresses, users and applications typically want

to use well known names to identify network destinations that remain consistent over time, even if the underlying IP
addresses change. For example, to map google.com to 216.58.210.46 . This translation from name to IP address
is handled by .DNS runs on top of the base networking described so far. Each device connected to a network

is typically configured with the IP addresses one or more DNS servers. When an application wants to connect to

a domain name, a DNS message is sent to the DNS server, which then responds with information about which IP
address(es) the domain name maps to. The application can then initiate its connection to the chosen IP address.

Chapter 1: Networking | 9
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NAT

Network Address Translation ( ) is the process of mapping an IP address in a packet to a different IP address as
the packet passes through the device performing the NAT. Depending on the use case, NAT can apply to the source or
destination IP address, or to both addresses.

One common use case for NAT is to allow devices with private IP address to talk to devices with public IP address
across the internet. For example, if a device with a private IP address attempts to connect to a public IP address, then
the router at the border of the private network will typically use SNAT (Source Network Address Translation) to map the
private source IP address of tha packet to the router’'s own public IP address before forwarding it on to the internet.
The router then maps response packets coming in the opposite direction back to the original private IP address, so
packets flow end-to-end in both directions, with neither source or destination being aware the mapping is happening.
The same technique is commonly used to allow devices connected to an overlay network to connect with devices
outside of the overlay network.

Another common use case for NAT for load balancing. In this case the load balancer performs DNAT (Destination
Network Address Translation) to change the destination IP address of the incoming connection to the IP address of the
chosen device it is load balancing to. The load balancer then reverses this NAT on response packets so neither source
or destination device is aware the mapping is happening.

MTU

The Maximum Transmission Unit ( ) of a network link is the maximum size of packet that can be sent across that
network link. It is common for all links in a network to be configured with the same MTU to reduce the need to fragment
packets as they traverse the network, which can significantly lower the performance of the network. In addition, TCP
tries to learn path MTUs, and adjust packet sizes for each network path based on the smallest MTU of any of the links

in the network path. When an application tries to send more data than can fit in a single packet, TCP will fragment the
data into multiple TCP segments, so the MTU is not exceeded.

Most networks have links with an MTU of 1500 bytes, but some networks support MTUs of 9,000 bytes. In a Linux system,
larger MTU sizes can result in lower CPU being used by the Linux hetworking stack when sending large amounts of data,
because it has to process fewer packets for the same amount of data. Depending on the network interface hardware
being used, some of this overhead may be offloaded to the network interface hardware, so the impact of small vs
large MTU sizes varies from device to device.
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Chapter2

Kubernetes Networking

Kubernetes defines a network model that helps provide simplicity and consistency across a range of hetworking
environments and network implementations. The Kubernetes network model provides the foundation for
understanding how containers, pods, and services within Kubernetes communicate with each other. This guide
explains the key concepts and how they fit together.

In this chapter you will learn:

« The fundamental network behaviors that the Kubernetes network model defines.
» How Kubernetes works with a variety of different network implementations.

+ What Kubernetes Services are.

« How DNS works within Kubernetes.

+ What “NAT outgoing” is and when you would want to use it.

« What “dual stack” is.

The Kubernetes network model

The Kubernetes network model specifies:

» Every pod gets its own IP address

« Containers within a pod share the pod IP address and can communicate freely with each other
+ Pods can communicate with all other pods in the cluster using pod IP addresses (without )
« Isolation (restricting what each pod can communicate with) is defined using network policies

As a result, pods can be treated much like VMs or hosts (they all have unique IP addresses), and the containers within
pods very much like processes running within a VM or host (they run in the same network namespace and share

an IP address). This model makes it easier for applications to be migrated from VMs and hosts to pods managed by
Kubernetes. In addition, because isolation is defined using network policies rather than the structure of the network, the
network remains simple to understand. This style of network is sometimes referred to as a “flat network”.

Note that, although very rarely needed, Kubernetes does also support the ability to map host ports through to pods, or
to run pods directly within the host network namespace sharing the host’s IP address.

Kubernetes network implementations

Kubernetes built in network support, kubenet, can provide some basic network connectivity. However, it is more
common to use third party network implementations which plug into Kubernetes using the CNI (Container Network
Interface) API.

1
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There are lots of different kinds of CNI plugins, but the two main ones are:

+ network plugins, which are responsible for connecting pod to the network
« IPAM (IP Address Management) plugins, which are responsible for allocating pod IP addresses.

Calico provides both network and IPAM plugins, but can also integrate and work seamlessly with some other CNI
plugins, including AWS, Azure, and Google network CNI plugins, and the host local IPAM plugin. This flexibility allows
you to choose the best networking options for your specific needs and deployment environment. You can read more
about this in the Calico guide.

Kubernetes Services

Kubernetes provide a way of abstracting access to a group of pods as a network service. The group of pods
is usually defined using a . Within the cluster the network service is usually represented as virtual IP
address, and kube-proxy load balances connections to the virtual IP across the group of pods backing the service.
The virtual IP is discoverable through Kubernetes DNS. The DNS name and virtual IP address remain constant for the life
time of the service, even though the pods backing the service may be created or destroyed, and the number of pods
backing the service may change over time.

Kubernetes Services can also define how a service accessed from outside of the cluster, for example using

« anhode port, where the service can be accessed via a specific port on every node
« or aload balancer, whether a network load balancer provides a virtual IP address that the service can be
accessed via from outside the cluster.

Note that when using Calico in on-prem deployments you can also , allowing services
to be conveniently accessed without going via a node port or load balancer.

Kubernetes DNS

Each Kubernetes cluster provides a DNS service. Every pod and every service is discoverable through the Kubernetes
DNS service.

For example:

« Service: my-svc.my-namespace.svc.cluster-domain.example
* Pod: pod-ip-address.my-namespace.pod.cluster-domain.example
+ Pod created by a deployment exposed as a service: pod-ip-address.deployment-name.my-namespace.svc.

cluster-domain.example .

The DNS service is implemented as Kubernetes Service that maps to one or more DNS server pods (usually CoreDNS),
that are scheduled just like any other pod. Pods in the cluster are configured to use the DNS service, with a DNS search
list that includes the pod’s own namespace and the cluster’s default domain.

This means that if there is a service named foo in Kubernetes namespace bar ,then pods in the same namespace
can access the service as foo , and pods in other namespaces can access the service as foo.bar

CALICO Chapter 2: Kubernetes Networking | 12
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Kubernetes supports a rich set of options for controlling DNS in different scenarios. You can read more about these in
the Kubernetes guide

NAT outgoing

The Kubernetes network model specifies that pods must be able to communicate with each other directly using pod
IP addresses. But it does not mandate that pod IP addresses are routable beyond the boundaries of the cluster. Many
Kubernetes network implementations use . Typically for these deployments, when a pod initiates

a connection to an IP address outside of the cluster, the node hosting the pod will SNAT (Source Network Address
Translation) map the source address of the packet from the pod IP to the node IP. This enables the connection to

be routed across the rest of the network to the destination (becouse the node IP is routoble). Return packets on the
connection are automatically mapped back by the node replacing the node IP with the pod IP before forwarding the
packet to the pod.

When using Calico, depending on your environment, you can generally choose whether you prefer to run an
overlay network, or prefer to have fully routable pod IPs. You can read more about this in the Calico

guide. Calico also allows you to for specific IP address ranges if more
granularity is desired.

Dual stack

If you want to use a mix of IPv4 and IPv6 then you can enable Kubernetes mode. When enabled, all pods
will be assigned both an IPv4 and IPv6 address, and Kubernetes Services can specify whether they should be exposed
as IPv4 or IPv6 addresses.

Above and beyond

CALICO Chapter 2: Kubernetes Networking | 13
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Chapter 3

Network Policy

Kubernetes and Calico provide network policy APIs to help you secure your workloads.

In this chapter you will learn:

« What network policy is and why it is important.
« The differences between Kubernetes and Calico network policies and when you might want to use each.
« Some best practices for using network policy.

What is network policy?

Network policy is the primary tool for securing a Kubernetes network. It allows you to easily restrict the network traffic in
your cluster so only the traffic that you want to flow is allowed.

To understand the significance of network policy, let’s briefly explore how network security was typically achieved prior
to network policy. Historically in enterprise hetworks, network security was provided by designing a physical topology
of network devices (switches, routers, firewalls) and their associated configuration. The physical topology defined the
security boundaries of the network. In the first phase of virtualization, the same network and network device constructs
were virtualized in the cloud, and the same techniques for creating specific network topologies of (virtual) network
devices were used to provide network security. Adding new applications or services often required additional network
design to update the network topology and network device configuration to provide the desired security.

In contrast, the defines a “flat” network in which every pod can communicate with all
other pods in the cluster using pod IP addresses. This approach massively simplifies network design and allows new
workloads to be scheduled dynamically anywhere in the cluster with no dependencies on the network design.

In this model, rather than network security being defined by network topology boundaries, it is defined using network
policies that are independent of the network topology. Network policies are further abstracted from the network by
using label selectors as their primary mechanism for defining which workloads can talk to which workloads, rather
than IP addresses or IP address ranges.

Why is hetwork policy important?

In an age where attackers are becoming more and more sophisticated, network security as a line of defense is more
important than ever.

While you can (and should) use firewalls to restrict traffic at the perimeters of your network (commonly referred to as
north-south traffic), their ability to police Kubernetes traffic is often limited to a granularity of the cluster as a whole,
rather than to specific groups of pods, due to the dynamic nature of pod scheduling and pod IP addresses. In addition,

CALICO 14
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the goal of most attackers once they gain a small foothold inside the perimeter is to move laterally (commonly
referred to as east-west) to gain access to higher value targets, which perimeter based firewalls can't police against.

Network policy on the other hand is designed for the dynamic nature of Kubernetes by following the standard
Kubernetes paradigm of using label selectors to define groups of pods, rather than IP addresses. And because network
policy is enforced within the cluster itself it can police both north-south and east-west traffic.

Network policy represents an important evolution of network security, not just because it handles the dynamic nature
of modern microservices, but because it empowers dev and devops engineers to easily define network security
themselves, rather than needing to learn low-level networking details or raise tickets with a separate team responsible
for managing firewalls. Network policy makes it easy to define intent, such as “only this microservice gets to connect
to the database”, write that intent as code (typically in YAML files), and integrate authoring of network policies into git
workflows and CI/CD processes.

Note:
Calico and Calico Enterprise offer capabilities that can help perimeter firewalls integrate more tightly with
Kubernetes. However, this does not remove the need or value of network policies within the cluster itself.)

Kubernetes network policy

Kubernetes network policies are defined using the Kubernetes resource.

The main features of Kubernetes network policies are:

- Policies are namespace scoped (i.e. you create them within the context of a specific namespace just like,
for example, pods)

« Policies are applied to pods using label selectors

« Policy rules can specify the traffic that is allowed to/from other pods, namespaces, or CIDRs

« Policy rules can specify protocols (TCP, UDP, SCTP), named ports or port numbers

Kubernetes itself does not enforce network policies, and instead delegates their enforcement to network plugins. Most
network plugins implement the mainline elements of Kubernetes network policies, though not all implement every
feature of the specification. (Calico does implement every feature, and was the original reference implementation of
Kubernetes network policies.)

To learn more about Kubernetes network policies, read the guide.
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Calico network policy

In addition to enforcing Kubernetes network policy, Calico supports its own hamespaced and non-
namespaced resources, which provide additional features beyond those supported by
Kubernetes network policy. This includes support for:

« policy ordering/priority

« deny and log actions in rules

« more flexible match criteria for applying policies and in policy rules, including matching on Kubernetes
ServiceAccounts, and (if using Istio & Envoy) cryptographic identity and layer 5-7 match criteria such as HTTP &
gRPC URLs.

- ability to reference non-Kubernetes workloads in polices, including matching on in policy rules

While Kubernetes network policy applies only to pods, Calico network policy can be applied to multiple types of
endpoints including pods, VMs, and host interfaces.

To learn more about Calico network policies, read the guide.

Benefits of using Calico for network policy

Full Kubernetes network policy support

Unlike some other network policy implementations, Calico implements the full set of Kubernetes network policy
features.

Richer network policy

Calico network policies allow even richer traffic control than Kubernetes network policies if you need it. In addition,
Calico network policies allow you to create policy that applies across multiple namespaces using GlobalNetworkPolicy
resources.

Mix Kubernetes and Calico network policy

Kubernetes and Calico network policies can be mixed together seamlessly. One common use case for this is to split
responsibilities between security / cluster ops teams and developer [ service teams. For example, giving the security /
cluster ops team RBAC permissions to define Calico policies, and giving developer [ service teams RBAC permissions to
define Kubernetes network policies in their specific namespaces. As Calico policy rules can be ordered to be enforced
either before or after Kubernetes network policies, and can include actions such as deny and log, this allows the
security [ cluster ops team to define basic higher-level more-general purpose rules, while empowering the developer /
service teams to define their own fine-grained constraints on the apps and services they are responsible for.

For more flexible control and delegation of responsibilities between two or more teams, Calico Enterprise extends this
model to provide

Chapter 3: Network Policy | 16
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Ability to protect hosts and VMs

As Callico policies can be enforce on host interfaces, you can use them to protect your Kubernetes nodes (not just your
pods), including for example, limiting access to node ports from outside of the cluster. To learn more, check out the
Calico guides.

Integrates with Istio

When used with Istio service mesh, Calico policy engine enforces the same policy model at the host networking layer
and at the service mesh layer, protecting your infrastructure from compromised workloads and protecting your
workloads from compromised infrastructure. This also avoids the need for dual provisioning of security at the service
mesh and infrastructure layers, or having to learn different policy models for each layer.

Extendable with Calico Enterprise

adds even richer network policy capabilities, with the ability to specify hierarchical policies, with
each team have particular boundaries of trust, and FQDN / domain names in policy rules for restricting access to
specific external services.
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Best practices for network policies

Ingress and egress

At a minimum we recommend that every pod is protected by network policy ingress rules that restrict what is allowed
to connect to the pod and on which ports. The best practice is also to define network policy egress rules that restrict
the outgoing connections that are allowed by pods themselves. Ingress rules protect your pod from attacks outside
of the pod. Egress rules help protect everything outside of the pod if the pod gets compromised, reducing the attack
surface to make moving laterally (east-west) or to prevent an attacker from exfiltrating compromised data from your

cluster (north-south).

Policy schemas

Due to the flexibility of network policy and labelling, there are often multiple different ways of labelling and writing
policies that can achieve the same particular goal. One of the most common approaches is to have a small number
of global policies that apply to all pods, and then a single pod specific policy that defines all the ingress and egress

rules that are particular to that pod.

For example:

kind: NetworkPolicy
apiVersion: networking.k8s.io/vl
metadata:
name: front-end
namespace: staging
spec:
podSelector:
matchLabels:
app: back-end
ingress:
- from:
- podSelector:
matchLabels:
app: front-end
ports:
- protocol: TCP
port: 443
egress:
= €O3
- podSelector:
matchLabels:
app: database
ports:
- protocol: TCP
port: 27017

CALICO
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Default deny

One approach to ensuring these best practices are being followed is to define network policies. These
ensure that if no other policy is defined that explicitly allows traffic to/from a pod, then the traffic will be denied. As a
result, anytime a team deploys a new pod, they are forced to also define network policy for the pod. It can be useful
to use a Calico GlobalNetworkPolicy for this (rather than needing to define a policy every time a new namespace is
created) and to include some exceptions to the default deny (for example to allow pods to access DNS).

For example, you might use the following policy to default-deny all (non-system) pod traffic except for DNS queries to
kube-dns/core-dns.

apiVersion: projectcalico.org/v3
kind: GlobalNetworkPolicy
metadata:
name: default-app-policy
spec:
namespaceSelector: has(projectcalico.org/name) && projectcalico.org/name not in {“kube-
system”, “calico-system”}
types:
- Ingress
- Egress
egress:
- action: Allow
protocol: UDP
destination:
selector: k8s-app == “kube-dns”
ports:
= 53

Hierarchical policy

supports hierarchical network policy using policy tiers. RBAC for each tier can be defined to restrict
who can interact with each tier. This can be used to delegate trust across multiple teams.

a

Security Team

InfoSec Tier

deny cluster ingress &
egress for known bad actors

deny cluster ingress &
egress for embargoed
countries

a

Ops Team
Platform Tier

pass cluster ingress to FE
prod workloads

deny cluster ingress &
egress for PC| workloads

pass prod workloads
connecting to prod
workloads

a

Dev Team

App Tier

allow cluster ingress to
FE workloads

allow compliance audit log
collector to all workloads

Policy evaluation order

pass dev workloads
connecting to dev
workloads

allow front end workloads to
app logic workloads

pass all other connections
to platform tier

pass test workloads
connecting to test
workloads

allow app logic workloads
to database workloads

deny all other connections

allow DB workloads to
connect to DB workloads

deny all other connections

Tier evaluation order
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Chapter 4

Kubernetes Services

In this chapter you will learn:

« What are Kubernetes Services?

« What are the differences between the three main service types and what do you use them for?
« How do services and network policy interact?

« Some options for optimizing how services are handled.

What are Kubernetes Services?

Kubernetes provide a way of abstracting access to a group of pods as a network service. The group of pods
backing each service is usually defined using a

When a client connects to a Kubernetes service, the connection is load balanced to one of the pods backing the
service, as illustrated in this conceptual diagram:

Client [ Service [

Pod

There are three main types of Kubernetes services:
« Cluster IP - which is the usual way of accessing a service from inside the cluster
« Node port - which is the most basic way of accessing a service from outside the cluster

+ Load balancer - which uses an external load balancer as a more sophisticated way to access a service from
outside the cluster.

) CALICO
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Cluster IP services

The default service type is ClusterIP .This allows a service to be accessed within the cluster via a virtual IP address,
known as the service Cluster IP. The Cluster IP for a service is discoverable through Kubernetes DNS.

For example, my-svc.my-namespace.svc.cluster-domain.example .The DNS name and Cluster IP address remain
constant for the life time of the service, even though the pods backing the service may be created or destroyed, and

the number of pods backing the service may change over time.

In a typical Kubernetes deployment, kube-proxy runs on every node and is responsible for intercepting connections to
Cluster IP addresses and load balancing across the group of pods backing each service. As part of this process

is used to map the destination IP address from the Cluster IP to the chosen backing pod. Response packets on the
connection then have the NAT reverse on their way back to the pod that initiated the connection.

Node 1 Node 2
dst = Cluster IP dst=Pod B
Pod A Connection Pod B
(Client) | Pod A — Service 1 (Cluster IP) > SRS RIREY ™ (service 1)
src = Cluster IP src =Pod B

Importantly, network policy is enforced based on the pods, not the service Cluster IP. (i.e. Egress network policy is
enforced for the client pod after the DNAT has changed the connection’s destination IP to the chosen service backing
pod. And because only the destination IP for the connection is changed, ingress network policy for the backing pod
sees the original client pod as the source of the connection.)

Node port services

The most basic way to access a service from outside the cluster is to use a service of type NodePort .A Node Port

is a port reserved on each node in the cluster through which the service can be accessed. In a typical Kubernetes
deployment, kube-proxy is responsible for intercepting connections to Node Ports and load balancing them across the
pods backing each service.

As part of this process is used to map the destination IP address and port from the node IP and Node Port, to the
chosen backing pod and service port. In addition the source IP address is mapped from the client IP to the node IP, so
that response packets on the connection flow back via the original node, where the NAT can be reversed. (It's the node
which performed the NAT that has the connection tracking state needed to reverse the NAT.)
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Node 1 Node 2

src = Client src = Node 1

dst = Node 1 dst=Pod B
External Connection > Kkube-bro
Client | Client = Service 1 (Node Porf) proxy
src = Node 1 src =Pod B

dst = Client dst = Node 1

Pod B
(Service 1)

Note that because the connection source IP address is SNATed to the node IP address, ingress network policy for the
service backing pod does not see the original client IP address. Typically this means that any such policy is limited to
restricting the destination protocol and port, and cannot restrict based on the client / source IP. This limitation can be
circumvented in some scenarios by using or by using Calico’s eBPF dataplane

(rather than kube-proxy) which preserves source IP address.

Load balancer services

Services of type LoadBalancer expose the service via an external network load balancer (NLB). The exact type of
network load balancer depends on which public cloud provider or, if on-prem, which specific hardware load balancer
integration is integrated with your cluster.

The service can be accessed from outside of the cluster via a specific IP address on the network load balancer, which
by default will load balance evenly across the nodes using the service node port.

Node 1 Node 2
src = Client src = Node 1
dst = Load Bal dst=Node 1 dst=Pod B
External Connection Load Pod B
. - - > #-| Kube-pro; > .
Client [ Client — Service 1 (Load Bal) | Balancer proxy (Service 1)
src = Load Bal src=Node 1 src=Pod B
dst = Client dst = Node 1

Most network load balancers preserve the client source IP address, but because the service then goes via a node
port, the backing pods themselves do not see the client IP, with the same implications for network policy. As with node
ports, this limitation can be circumvented in some scenarios by using or by using Calico’s eBPF
dataplane (rather than kube—proxy) which preserves source IP address.

CALICO Chapter 4 : Kubernetes Services | 22

https://t TiASIRAAgnets



Advertising service IPs

One alternative to using node ports or network load balancers is to advertise service IP addresses over BGP. This
requires the cluster to be running on an underlying network that supports BGP, which typically means an on-prem
deployment with standard Top of Rack routers.

Calico supports advertising service Cluster IPs, or External IPs for services configured with one. If you are not using

Calico as your network plugin then provides similar capabilities that work with a variety of different network
plugins.
Node 1 Node 2
src = Client src = Node 1
dst = Service 1 dst = Pod B
External Connection . o . Pod B
Client | Client — Service 1 (Cluster IP) | Router >| kube-proxy | " (service 1)
src = Service 1 src=Pod B
dst = Client dst = Node 1

externalTrafficPolicy:local

By default, whether using service type NodePort or LoadBalancer or advertising service IP addresses over

BGP, accessing a service from outside the cluster load balances evenly across all the pods backing the service,
independent of which node the pods are on. This behavior can be changed by configuring the service with
externalTrafficPolicy:local Which specifies that connections should only be load balanced to pods backing the
service on the local hode.

When combined with services of type LoadBalancer or with Calico service IP address advertising, traffic is only
directed to nodes that host at least one pod backing the service. This reduces the potential extra network hop
between nodes, and perhaps more importantly, to maintain the source IP address all the way to the pod, so network
policy can restrict specific external clients if desired.

Node 2
dst = Load Bal dst = Node 2 dst=Pod B
External Connection _ Load > kub . _ Pod B
Client Client = Service 1 (Load Bal) | Balancer | LSl " (service 1)
src = Load Bal src = Node 2 src = Pod B
Node 2
‘ dst = Service 1 dst=Pod B ’
External Connection _ _ Pod B
Client | Client = Service 1 (Cluster )~ |  couter g "1 (service 1)
src = Service 1 src=Pod B
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Note that in the case of services of type LoadBalancer ,not all Load Balancers support this mode. And in the case of
service IP advertisement, the evenness of the load balancing becomes topology dependent. In this case, pod anti-
affinity rules can be used to ensure even distribution of backing pods across your topology, but this does add some
complexity to deploying the service.

Calico eBPF native service handling

As an alternative to using Kubernetes standard kube-proxy, Calico’s supports native service handling.
This preserves source IP to simplify network policy, offers DSR (Direct Server Return) to reduce the number of network
hops for return traffic, and provides even load balancing independent of topology, with reduced CPU and latency
compared to kube-proxy.

Node 1 Node 2
dst = Service 1 dst=Pod B
External Connection Calico Pod B
. ! —_— ! .
Client Client = Service 1 oL eBPF (Service 1)
src=Pod B
src = Service 1

Above and beyond
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Chapter5

Kubernetes Ingress

In this chapter you will learn:

« What is Kubernetes Ingress?

+ Why use ingress?

« What are the differences between different ingress implementations?
+ How does ingress and network policy interact?

« How does ingress and services fit together under the covers?

What is Kubernetes Ingress?

Kubernetes Ingress builds on top of Kubernetes to provide load balancing at the application layer, mapping
HTTP and HTTPS requests with particular domains or URLs to Kubernetes services. Ingress can also be used to terminate
SSL/ TLS before load balancing to the service.

The details of how Ingress is implemented depend on which you are using. The Ingress Controller
is responsible for monitoring Kubernetes resources and provisioning / configuring one or more ingress load
balancers to implement the desired load balancing behavior.

Unlike Kubernetes services, which are handled at the network layer (L3-4), ingress load balancers operate at the
application layer (L5-7). Incoming connections are terminated at the load balancer so it can inspect the individual
HTTP [ HTTPS requests. The requests are then forwarded via separate connections from the load balancer to the
chosen service backing pods. As a result, network policy applied to the backing pods can restrict access to only allow
connections from the load balancer, but cannot restrict access to specific original clients.

Why use Kubernetes Ingress?

Given that Kubernetes already provide a mechanism for load balancing access to services from outside of
the cluster, why might you want to use Kubernetes Ingress?

The mainline use case is if you have multiple HTTP / HTTPS services that you want to expose through a single external
IP address, perhaps with each service having a different URL path, or perhaps as multiple different domains. This is lot
simpler from a client configuration point of view than exposing each service outside of the cluster using Kubernetes
Services, which would give each service a separate external IP address.

If on the other hand, your application architecture is fronted by a single “front end” microservice then Kubernetes
Services likely already meet your needs. In this case you might prefer to not add Ingress to the picture, both from a
simplicity point of view, and potentially also so you can more easily restrict access to specific clients using network
policy. In effect, your “front end” microservice already plays the role of Kubernetes Ingress, in a way that is not that
dissimilar to solutions discussed below.

https://t TA&IAAgN
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Types of Ingress solutions

Broadly speaking there are two types of ingress solutions:

 In-cluster ingress - where ingress load balancing is performed by pods within the cluster itself.
« External ingress - where ingress load balancing is implemented outside of the cluster by appliances or cloud
provider capabilities.

In-cluster ingress solutions

In-cluster ingress solutions use software load balancers running in pods within the cluster itself. There are many
different ingress controllers to consider that follow this pattern, including for example the NGINX ingress controller.

The advantages of this approach are that you can:

« horizontally scale your ingress solution up to the limits of Kubernetes
« choose the ingress controller that best suits your specific needs, for example, with particular load balancing
algorithms, or security options.

To get your ingress traffic to the in-cluster ingress pods, the ingress pods are normally exposed externally

as a Kubernetes service, so you can use any of the standard ways of accessing the service from outside of

the cluster. A common approach is use an external network load balancer or service IP advertisement, with
externalTrafficPolicy:local .This minimizes the number of network hops, and retains the client source IP address,
which allows network policy to be used to restrict access to the ingress pods to particular clients if desired.

Node 1 Node 2
External Connection > Iggr:i& Connection > Pod B
Client Client =+ Service 1 (Service 1) Pod A = Pod B/ Service 2 (Service 2)

External ingress solutions

External ingress solutions use application load balancers outside of the cluster. The exact details and features depend
on which ingress controller you are using, but most cloud providers include an ingress controller that automates the
provisioning and management of the cloud provider’s application load balancers to provide ingress.

The advantages of this type of ingress solution is that your cloud provider handles the operational complexity of the
ingress for you. The downsides are a potentially more limited set of features compared to the rich range of in-cluster
ingress solutions, and the maximum number of services exposed by ingress being constrained by cloud provider
specific limits.
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Node 1

External Connection App Load Connection - Pod B
Client Client =+ Load Balancer Balancer Load Bal = Pod B / Service 1 (Service 1)

Note that most application load balancers support a basic mode of operation of forwarding traffic to the chosen
service backing pods via the of the corresponding service.

In addition to this basic approach of load balancing to service node ports, some cloud providers support a second
mode of application layer load balancing, which load balances directly to the pods backing each service, without
going via hode-ports or other kube-proxy service handling. This has the advantage of eliminating the potential second
network hop associated with node ports load balancing to a pod on a different node. The potential disadvantage is
that if you are operating at very high scales, for example with hundreds of pods backing a service, you may exceed the
application layer load balancers maximum limit of IPs it can load balance to in this mode. In this case switching to an
in-cluster ingress solution is likely the better fit for you.

Show me everything!

All the above diagrams focus on connection level (L5-7) representation of ingress and services. You can learn more
about the network level (L3-4) interactions involved in handling the connections, including which scenarios client
source IP addresses are maintained, in the guide.

If you are already up to speed on how services work under the covers, here are some more complete diagrams that
show details of how services are load balanced at the network layer (L3-4).

Note:
You can successfully use ingress without needing to understand this next level of detail! So feel free to skip over
these diagrams if you don’t want to dig deeper into how services and ingress interact under the covers.
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In-cluster ingress solution exposed as service type LoadBalancer With externalTrafficPolicy:local

Node 1 Node 2
DNAT DNAT
dst = Load Bal dst = Node 1 dst=Pod A
External | Connection ' Load | | b ' | PodA | Connection Pod B
3 > L N —— | 7
Client Client = Service 1 Balancer proxy (Service 1) | Pod A — Service 2 (Service 2)
src = Load Bal src = Node 1 src=Pod A
Reverse DNAT Reverse DNAT
. A . A . A
h'd Y Y
Network Layer Load Balancing Network Layer Load Balancing Application Layer Load Balancing
Load balances ingress service to Load balances node port to local Maps request URLSs to comesponding
node ports on nodes hosting at ingress pods backing service and load balances to
least one ingress pod backing pods for that service over

separate connections

External ingress solution via node ports

Node 1 Node 2
src = Load Bal NAT src = Node 1
dst = Node 1 dst=Pod B
External Connection Application Connection Pod B
Client | Ciient - Load Bal T Lead o dBal—Service2z | KuPe-ProXy > (Service 2)
Balancer
src = Node 1 src=Pod B
dst = Load Bal Reverse NAT dst = Node 1
L v .
Y '
Application Layer Load Balancing Network Layer Load Balancing
Maps request URLs to corresponding Load balances nede port to backing
backing service and load balances to pods
node port for that service over separate
connections
KN
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External ingress solution direct to pods

Node 2

Application
Load
Balancer

External Connection
Client Client =+ Load Bal

Connection > Pod B
Load Bal = Pod B (Service 2)

\ J
Y

Application Layer Load Balancing

Maps request URLs to corresponding
backing service and load balances to
backing pods for that service over
separate connections

Above and beyond
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Chapter 6

Kubernetes Egress

In this chapter you will learn:

« What is Kubernetes Egress?

« Why should you restrict egress traffic and how can you do it?

« What is “NAT outgoing” and when is it used?

+ Whatis an egress gateway, and why might you want to use one?

What is Kubernetes Egress?

In this guide we are using the term Kubernetes egress to describe connections being made from pods to anything
outside of the cluster.

In contrast to ingress traffic, where Kubernetes has the resource type to help manage the traffic, there is

no Kubernetes Egress resource. Instead, how the egress traffic is handled at a networking level is determined by the
Kubernetes network implementation / CNI plugin being used by the cluster. In addition, if a service mesh is being used,
this can add egress behaviors on top of those the network implementation provides.

There are three areas of behavior worth understanding for egress traffic, so you can choose a networking and/or
service mesh setup that best suits your needs:

« Restricting egress traffic
+ Outgoing NAT behavior
« Egress gateways

Restricting egress traffic

It's o common security requirement and best practice to restrict outgoing connections from the cluster. This is
normally achieved using to define egress rules for each microservice, often in conjunction with a

policy that ensures outgoing connections are denied by default, until a policy is defined to explicitly allow
specific traffic.

One limitation when using Kubernetes Network Policy to restrict access to specific external resources, is that the
external resources need to be specified as IP addresses (or IP address ranges) within the policy rules. If the IP
addresses associated with an external resource change, then every policy that referenced those IP addresses needs
to be updated with the new IP addresses. This limitation can be circumvented using Calico ,or Calico
Enterprise’s support for in policy rules.

In addition to using network policy, service meshes typically allow you to configure which external services each pod
can access. In the case of Istio, Calico can be integrated to enforce network policy at the service mesh layer,
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including , as another alternative to using IP addresses in rules. To learn more about the benefits of this kind
of approach, read our guide.

Note in addition to everything mentioned so far, perimeter firewalls can also be used to restrict outgoing connections,
for example to allow connections only to particular external IP address ranges, or external services. However, since
perimeter firewalls typically cannot distinguish individual pods, the rules apply equally to all pods in the cluster. This
provides some defense in depth, but cannot replace the requirement for network policy.

NAT outgoing

Network Address Translation (NAT) is the process of mapping an IP address in a packet to a different IP address as
the packet passes through the device performing the NAT. Depending on the use case, NAT can apply to the source or
destination IP address, or to both addresses.

In the context of Kubernetes egress, NAT is used to allow pods to connect to services outside of the cluster if the pods
have IP addresses that are not routable outside of the cluster (for example, if the pod network is an overlay).

For example, if a pod in an overlay network attempts to connect to an IP address outside of the cluster, then the node
hosting the pod uses SNAT (Source Network Address Translation) to map the non-routable source IP address of the
packet to the node’s IP address before forwarding on the packet. The node then maps response packets coming in the
opposite direction back to the original pod IP address, so packets flow end-to-end in both directions, with neither pod
or external service being aware the mapping is happening.

In most clusters this NAT behavior is configured statically across the whole of the cluster. When using Calico, the NAT
behavior can be configured at a more granular level for particular address ranges using . This effectively
allows the scope of “non-routable” to be more tightly defined than just “inside the cluster vs outside the cluster”, which
can be useful in some enterprise deployment scenarios.

Egress gateways

Another approach to Kubernetes egress is to route all outbound connections via one or more egress gateways. The
gateways SNAT (Source Network Address Translation) the connections so the external service being connected to sees
the connection as coming from the egress gateway. The main use case is to improve security, either with the egress
gateway performing a direct security role in terms of what connections it allows, or in conjunction with perimeter
firewallls (or other external entities). For example, so that perimeter firewalls see the connections coming from well
known IP addresses (the egress gateways) rather than from dynamic pod IP addresses they don’'t understand.

Egress gateways are not a native concept in Kubernetes itself, but are implemented by some Kubernetes network
implementations and some service meshes. For example, Calico Enterprise provides egress gateway functionality,
plus the ability to map namespaces (or even individual pods) to specific egress gateways. Perimeter firewallls (or other
external security entities) can then effectively provide per namespace security controls, even though they do not have
visibility to dynamic pod IP addresses.

As an alternative approach to egress gateways, Calico allows you to control pod IP address ranges based on
namespace, or node, or even at the individual pod level. Assuming no outgoing NAT is required, this provides a very
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simple way for perimeter firewalls (or other external security entities) to integrate with Kubernetes for both ingress and
egress traffic. (Note that this approach relies on having enough address space available to sensibly assign IP address
ranges, for example to each namespace, so it can lead to IP address range exhaustion challenges for large scale
deployments. In these scenarios, using egress gateways is likely to be a better option.)

Above and beyond
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Chapter?7

eBPF

eBPF is a Linux kernel feature that allows fast yet safe mini-programs to be loaded into the kernel in order to customise
its operation.

In this chapter you will learn:

+ General background on eBPF.
 Various uses of eBPF.
« How Calico uses eBPF in the eBPF dataplane.

What is eBPF?

eBPF is a virtual machine embedded within the Linux kernel. It allows small programs to be loaded into the kernel,

and attached to hooks, which are triggered when some event occurs. This allows the behaviour of the kernel to be
(sometimes heavily) customised. While the eBPF virtual machine is the same for each type of hook, the capabilities of
the hooks vary considerably. Since loading programs into the kernel could be dangerous; the kernel runs all programs
through a very strict static verifier; the verifier sandboxes the program, ensuring it can only access allowed parts of
memory and ensuring that it must terminate quickly.

Why is it called eBPF?

eBPF stands for “extended Berkeley Packet Filter”. The Berkeley Packet Filter was an earlier, more specialised virtual
machine that was tailored for filtering packets. Tools such as tcpdump use this “classic” BPF VM to select packets that
should be sent to userspace for analysis. eBPF is a considerably extended version of BPF that is suitable for general
purpose use inside the kernel. While the name has stuck, eBPF can be used for a lot more than just packet filtering.

What can eBPF do?

Types of eBPF program

There are several classes of hooks to which eBPF programs can be attached within the kernel. The capabilities of an
eBPF program depend hugely on the hook to which it is attached:

» Tracing programs can be attached to a significant proportion of the functions in the kernel. Tracing programs
are useful for collecting statistics and deep-dive debugging of the kernel. Most tracing hooks only allow read-only
access to the data that the function is processing but there are some that allow data to be modified. The Calico
team use tracing programs to help debug Calico during development; for example, to figure out why the kernel
unexpectedly dropped a packet.
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« Traffic Control ( tc ) programs can be attached at ingress and egress to a given network device. The kernel
executes the programs once for each packet. Since the hooks are for packet processing, the kernel allows the
programs to modify or extend the packet, drop the packet, mark it for queueing, or redirect the packet to another
interface. Calico’s eBPF dataplane is based on this type of hook; we use tc programs to load balance Kubernetes
services, to implement network policy, and, to create a fast-path for traffic of established connections.

« XDP, or “eXpress Data Path”, is actually the name of an eBPF hook. Each network device has an XDP ingress hook
that is triggered once for each incoming packet before the kernel allocates a socket buffer for the packet. XDP
can give outstanding performance for use cases such as DoS protection (as supported in Calico’s standard Linux
dataplane) and ingress load balancing (as used in facebook’s Katran). The downside of XDP is that it requires
network device driver support to get good performance, and it doesn’t inter-work with pod networking very well.

« Several types of socket programs hook into various operations on sockets, allowing the eBPF program to, for
example, change the destination IP of a newly-created socket, or force a socket to bind to the “correct” source
IP address. Calico uses such programs to do connect-time load balancing of Kubernetes Services; this reduces
overhead because there is no on the packet processing path.

« There are various security-related hooks that allow for program behaviour to be policed in various ways. For
example, the seccomp hooks allow for syscalls to be policed in fine-grained ways.

« And.. probably a few more hooks by the time you ready this; eBPF is under heavy development in the kernel.

The kernel exposes the capabilities of each hook via “helper functions”. For example, the te hook has a helper
function to resize the packet, but that helper would not be available in a tracing hook. One of the challenges of working
with eBPF is that different kernel versions support different helpers and lack of a helper can make it impossible to
implement a particular feature.

BPF maps
Programs attached to eBPF hooks are able to access BPF “maps”. BPF maps have two main uses:

« They allow BPF programs to store and retrieve long-lived data.
« They allow communication between BPF programs and user-space programs. BPF programs can read data that
was written by userspace and vice versa.

There are many types of BPF maps, including some special types that allow jumping between programs, and, some
that act as queues and stacks rather than strictly as key/value maps. Calico uses maps to keep track of active
connections, and, to configure the BPF programs with policy and service NAT information. Since map accesses can be
relatively expensive, Calico aims to do a single map lookup only for each packet on an established flow.

The contents of bpf maps can be inspected using the command-line tool, bpftool , which is provided with the kernel.

Calico’s eBPF dataplane

Calico’s eBPF dataplane is an alternative to our standard Linux dataplane (which is iptables bosed). While the standard
dataplane focuses on compatibility by inter-working with kube-proxy, and your own iptables rules, the eBPF dataplane
focuses on performance, latency and improving user experience with features that aren’t possible in the standard
dataplane. As part of that, the eBPF dataplane replaces kube-proxy with an eBPF implementation. The main “user
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experience’ feature is to preserve the source IP of traffic from outside the cluster when traffic hits a NodePort; this
makes your server-side logs and network policy much more useful on that path.

Feature comparison

While the eBPF dataplane has some features that the standard Linux dataplane lacks, the reverse is also true:

Factor Standard Linux Dataplane eBPF dataplane
Throughput Designed for 10GBit+ Designed for 40GBit+
First packet latency Low (kube-proxy service latency is bigger Lower
factor)
Subsequent packet latency Low Lower
Preserves source IP within cluster Yes Yes
Preserves external source IP Only with externalTrafficPolicy: Local Yes
Direct Server Return Not supported Supported (requires compatible underlying
network)
Connection tracking Linux kernel’'s conntrack table (size can be Size can be adjusted
adjusted)
Policy rules Mapped to iptables rules Mapped to BPF instructions
Policy selectors Mapped to IP sets Mapped to BPF maps
Kubernetes services kube-proxy iptables or IPVS mode BPF program and maps
IPIP Supported Supported (no performance advantage due to

kernel limitations)

VXLAN Supported Supported

Wireguard Supported Supported

Other routing Supported Supported

Supports third party CNI plugins Yes (compatible plugins only) Yes (compatible plugins only)
Compatible with other iptables rules Yes (can write rules above or below other Yes

rules)

XDP DosS Protection Supported Supported

IPv6 Supported Supported

Host endpoint policy Supported Supported

Enterprise version Available Supported
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Architecture overview

Calico’s eBPF dataplane attaches eBPF programs to the te hooks on each Calico interface as well as your data
and tunnel interfaces. This allows Calico to spot workload packets early and handle them through a fast-path that
bypasses iptables and other packet processing that the kernel would hormally do.

Node 1 Node 2
(3) program detects (6) program detects
mark, skips mark, skips
| processing processing |
tc iptables te tc iptables te
Pod A veth BPF ey ‘ BPF eth0 [ ethO BPE otc. BPF veth PodB
E (2) Approved flow “ (5) Approved flow
detected: bypass detected: bypass
(1) Conntrack lookup and set mark (4) Conntrack lookup and set mark

The logic to implement load balancing and packet parsing is pre-compiled ahead of time and relies on a set of BPF
maps to store the NAT frontend and backend information. One map stores the metadata of the service, allowing for
externalTrafficPolicy and “sticky” services to be honoured. A second map stores the IPs of the backing pods.

In eBPF mode, Calico converts your policy into optimised eBPF bytecode, using BPF maps to store the IP sets matched
by policy selectors.

Node
tc BPF
Fast-path for
Main program established flows
veth |
| (- — Pod
eth0 BPF Policy Epilogue
rogram program
/ ?genaruted) >
Traffic I
from host
itself
map

To improve performance for services, Calico also does connect-time load balancing by hooking into the socket
BPF hooks. When a program tries to connect to a Kubernetes service, Calico intercepts the connection attempt and

configures the socket to connect directly to the backend pod's IP instead. This removes all NAT overhead from service
connections.
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Node
Program User space
ethO
——————— Socket API -
Kernel space
connect BPF
NAT check
Above and beyond

« For more information and performance metrics for the eBPF dataplane, see the

- If you'd like to try eBPF mode in your Kubernetes cluster, follow the guide.
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Chapter 8

Cdlico

What is Calico?

Calico is an open source networking and network security solution for
containers, virtual machines, and native host-based workloads. Calico
supports a broad range of platforms including Kubernetes, OpenShift,
Docker EE, OpenStack, and bare metal services.

Whether you opt to use Calico’s eBPF data plane or Linux’'s standard
networking pipeline, Calico delivers blazing fast performance with true
cloud-native scalability. Calico provides developers and cluster operators
with a consistent experience and set of capabilities whether running in
public cloud or on-prem, on a single node, or across a multi-thousand
node cluster.

Why use Calico?

Choice of dataplanes

Calico gives you a choice of dataplanes, including a pure
Linux eBPF dataplane, a standard Linux networking dataplane,
a Windows HNS, and a VPP dataplane. Whether you prefer
cutting edge features of eBPF, or the familiarity of the
standard primitives that existing system administrators
already know, Calico has you covered.

Whichever choice is right for you, you'll get the same, easy
to use, base networking, network policy and IP address
management capabilities, that have made Calico the most
trusted networking and network policy solution for mission-
critical cloud-native applications.

N
Linux Standard Windows
eBPF Linux HNS
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Best practices for network security

r . Calico’s rich network policy model makes it easy to lock down
Best PI'CI ctlces communication so the only traffic that flows is the traffic you
want to flow. Plus with built in support for Wireguard encryption,
Adop! zero trust network securing your pod-to-pod traffic across the network has never
security model been easier.
Infrastructure
as code Calico’s policy engine can enforce the same policy model at the
L host networking layer and (if using Istio & Envoy) at the service
mesh layer, protecting your infrastructure from compromised
workloads and protecting your workloads from compromised
infrastructure.
Performance

Depending on your preference, Calico uses either Linux eBPF or
the Linux kernel’s highly optimized standard networking pipeline
to deliver high performance networking. Calico’s networking
options are flexible enough to run without using overlays in most e
environments, avoiding the overheads of packet encap/decap.
Calico’s control plane and policy engine has been fine tuned over

many years of production use to minimize overall CPU usage and '

occupancy.

Scalability

Calico’s core design principles leverage best practice cloud-
native design patterns combined with proven standards based
network protocols trusted worldwide by the largest internet
carriers. The result is a solution with exceptional scalability

that has been running at scale in production for years. Calico’s
development test cycle includes regularly testing multi-
thousand node clusters. Whether you are running a 10 node
cluster, 100 node cluster, or more, you reap the benefits of

the improved performance and scalability characteristics
demanded by the largest Kubernetes clusters.
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Interoperability

Calico enables Kubernetes workloads and non-Kubernetes or
legacy workloads to communicate seamlessly and securely.
Kubernetes pods are first class citizens on your network and able
to communicate with any other workload on your network. In
addition Calico can seamlessly extend to secure your existing
host based workloads (whether in public cloud or on-prem on
VMs or bare metal servers) alongside Kubernetes. All workloads
are subject to the same network policy model so the only traffic
that is allowed to flow is the traffic you expect to flow.

&) SQUARESPACE

virtuStream. & Giant Swarm Real world production hardened

GitHub Calico is trusted and running in production at large enterprises
Bocado including Saas providers, financial services companies, and

@ usaToDAY manufacturers. The largest public cloud providers have

apigee selected Calico to provide network security for their hosted
Kubernetes services (Amazon EKS, Azure AKS, Google GKE, and
tx»( IBM IKS) running across tens of thousands of clusters.

YaHoO!

JAPAN

Full Kubernetes network policy support

Calico’s network policy engine formed the original reference
implementation of Kubernetes network policy during the
development of the API. Calico is distinguished in that it
implements the full set of features defined by the API giving

users all the capabilities and flexibility envisaged when the API
was defined. And for users that require even more power, Calico
supports an extended set of network policy capabilities that work
seamlessly alongside the Kubernetes API giving users even more
flexibility in how they define their network policies.
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Contributor community

The Calico open source project is what it is today thanks to
300+ contributors across a broad range of companies. In
addition Calico is backed by Tigera, founded by the original
Calico engineering team, and committed to maintaining
Calico as the leading standard for Kubernetes network security.

Calico Enterprise compatible

Calico Enterprise builds on top of open source Calico to provide
additional higher-level features and capabilities:

 Hierarchical network policy

+ Egress access controls (DNs policies, egress gotewoys)

+ Network visualization and troubleshooting

» Network policy recommendations

» Network policy preview and staging

« Compliance controls and reporting

- Intrusion detection (suspicious activity, anomaly detection)
* Multi-cluster management with multi-cloud federation
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Chapter9

Use-cases

Calico covers certain use-cases due to its unique set of features and capabilities. Firstly, it provides a highly

scalable and flexible networking solution for containerized environments, making it ideal for large-scale Kubernetes
deployments. Calico’s ability to handle thousands of nodes and millions of endpoints ensures seamless connectivity
and efficient communication between containers. Additionally, Calico offers advanced network policy enforcement,
allowing administrators to define fine-grained rules to control traffic flow and secure their applications. This makes it
suitable for use-cases that require strict security and compliance measures. Calico allows administrators to create a
consistent meaningful network identity for traffic leaving a Kubernetes cluster through egress gateways. Finally it helps
with traffic monitoring and visualization interfaces for quick troubleshooting and root-cause analysis.

Microsegmentation

Overview

Given their decentralized architecture, cloud-native applications account for a significant portion of east-west traffic
(75% or more), marking a fundamental departure from traditional traffic patterns. This transformation introduces a
heightened risk of unrestricted lateral movement within these application infrastructures. Defending the perimeter
has become increasingly challenging, prompting the necessity to establish multiple micro-perimeters around each
valuable asset the organization aims to safeguard.

Traditional network-based microsegmentation which worked with data-centers and cloud workloads cannot be
implemented within a Kubernetes application. Additionally, with workloads becoming more dynamic and extending
across the cloud, ensuring consistent application of security policies throughout the network has become an
insurmountable challenge.

Why do you need to segment your Kubernetes network?

Microsegmentation empowers platform operators to establish secure “islands” within their distributed infrastructure,
exerting precise control over access for diverse user types, including external entities, customers, and employees
accessing the system from various locations. Through microsegmentation:

+ Network segments can be safeguarded by a few consistent identity policies, replacing the need for managing
numerous unwieldy IP-based rules.

- Asignificant proportion of east-west traffic (75% or more) can be secured by enforcing zero-trust policies for
intra-cluster and inter-cluster workloads.

« Compliance requirements (PCI, SOC 2, HIPAA, etc.) can be fulfilled when you are working with strict regulatory
organizations.
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Microsegmentation reference architecture
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In this reference architecture a simple Kubernetes application for an e-commerce store is shown with various users
needing access to both development and production environments. The workloads can be distributed across multiple
clusters and cloud platforms. The granularity of the segmentation policy should be such that traffic from one pod to
another (frontend to backend pod) is controlled based on security requirements of the organization and teams. The
network policy should also be consistently applied to any workload in a declarative fashion.

Check out these in-depth technical blogs for step-by-step implementation with Calico:

¢ Preventing lateral movement of threats with microsegmentation

¢ Enhancing AKS Security with Microsegmentation | Tigera
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Egress Gateway

Overview

Egress gateways in Kubernetes are used to route some outbound connections externally, which appear as originating
from the gateway itself using Source Network Address Translation (SNAT). By default, Kubernetes does not have an
egress resource that will allow users to identify the traffic source and enforce controls on it.

Why do you need Egress Gateways?

Once traffic leaves a Kubernetes cluster, it is not assigned a meaningful network identity. That prevents the user’s
ability to associate the traffic with the source. An Egress Gateway provides identity to the traffic leaving a Kubernetes
cluster.

Egress Gateways allow centralized and customized security settings to be used and also facilitate the use of external

firewalls, legacy databases and applications, non-Kubernetes based applications and tools such as CASB/DLP
solutions.

Egress Gateway reference architecture

1 gsource= E
; - i egressIP

Namespace
with egress IP

Other pods E o8 . .
—J—— : External destinations

_____________________ 1 ESOUI’CG= .....................
. - hode or

Traffic from a namespace or a pod leaving a Kubernetes cluster will typically contain the node IP address or the pod

IP address. This information can be difficult to use when dealing with external applications or tools. Calico facilitates
adding egress gateway pods that act as a gateway for all traffic that needs to be identified with a consistent source IP
address (the egress IP).

Read more on Egress Gateway
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Observability

Overview

Traditional monitoring tools that collect logs and metrics to monitor and troubleshoot microservices only help identify
known failure scenarios to troubleshoot the underlying problem. A Kubernetes-native observability solution can
identify the problem, generate alerts with Kubernetes metadata included, and provide troubleshooting capabilities for
faster resolution of issues without adding more resources or cost.

Why do you need Kubernetes Observability?

To overcome the challenges of traditional monitoring tools and provide a holistic approach to understand and
visualize Kubernetes application traffic, you might want to consider the following key elements of microservice
observability.

Automated log collection across multiple layers

« Seamless log capture across the entire application stack.

« Gather data from different layers, including Kubernetes audit logs for resource lifecycle insights and traffic flow
logs for network operation understanding.

+ Provide application flow logs, revealing crucial details like response time and availability from the user’s
perspective.

« Process information and socket stats that offer a comprehensive view of Kubernetes cluster operations at the
kernel level.

Built-in data aggregation and correlation
+ Collecting data at pod-level granularity can pose volume issues. By aggregating and correlating at the source,
the amount of data collection is reduced, lowering storage costs.

« Siloed data from various sources can escalate volume, necessitating additional compute resources during query
time.

 For critical workloads, real-time association of different collections is only possible if done at collection time,
preventing the need to rerun evaluations offline.

« Source-level aggregation and correlation streamline the identification and troubleshooting process, minimizing
time and resources.

Purpose-built, full-stack visualization
- Deliver real-time insights into Kubernetes clusters, showcasing microservices’ communication across
namespaces, ports, and protocols, along with applied security policies.

« Ensure visibility from network to application level (L3-17) based on observed traffic, providing accurate insights
into microservices’ operations in Kubernetes.

+ Visualizations are intuitively designed for easy interpretation within the Kubernetes context.
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Troubleshooting
« Faster troubleshooting of microservices in the Kubernetes cluster results in lower downtime and improved quality
of service.

+ Often, a single application request moves through 4-5 services. When you have hundreds of microservices
interacting, pinpointing and troubleshooting issues becomes difficult.

« The solution should capture packets at each endpoint, and be able to provide Kubernetes context and correlate
data.

» The solution should not require special instrumentation and permissions to set up, deploy, capture, and analyze
the packets for faster troubleshooting.

Leverages declarative nature of Kubernetes
+ A purpose-built Kubernetes observability platform can leverage the declarative nature of Kubernetes to
understand operations inside a cluster.

» DevOps, SREs, or service owners can declare a high-level language construct around how they want to secure
and observe the system, and Kubernetes can take care of the implementation.

- Observability can be treated as code (i.e. be wired in as an integral part of the application) to monitor and
troubleshoot microservices and performance hotspots. The code will also travel with the application so that it can
run on any cloud, infrastructure, network, or application.

A full-stack observability platform

Applications

namespace

namespace

Observability Components

Envoy daemonset Log collector Fluentd

Prometheus

eBPF programs Connection Tracker K-probes

Linux Kernel

Node
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Cluster mesh

Overview

Kubernetes’ growing adoption in multi-cluster, multi-region, and multi-cloud environments, especially by large
organizations, has led to the development of a cluster mesh for reasons such as high availability, disaster recovery,
application isolation, compliance, and multi-tenancy.

Why do you need cluster mesh?

Cluster mesh is essential for various scenarios:

* Interdependent services
In cloud-native architecture, different teams independently build and deploy interdependent microservices
across various clusters. Microservices-based applications are often broken down into purpose-built units that
serve a specific business function. These interdependent services may be developed and deployed independently
in their clusters.

» High Availability and Disaster Recovery
For certain services, redundancy of workloads is essential to ensure high-availability and disaster recovery.
Examples of such services are database-as-a-service for popular databases such as MongoDB, Postgres, Kafka,
Elastic, RabbitMQ, and others.

« Geographic proximity and compliance requirements
For certain services, the workloads need to be deployed in the geographic proximity of the service user. Also, in
some cases, certain countries require that data is stored within the sovereign boundaries.

* Isolation
Multiple applications deployed inside a single cluster introduce the risk of threats moving laterally from one
application to the other. To curb the blast radius of any one application or infrastructure problem within a cluster,
instead of deploying multiple applications within the same cluster and risking cross-infections, an organization
may choose a multi-cluster architecture.

+ Scalability
Certain businesses like retail and business functions such as Al/ML have bursty characteristics that require
seamless connectivity between remote workloads when provisioning of additional capacity through additional
clusters in a new hybrid or cloud environment.

* Phased upgrade and migration (Blue/Green deployments)
With the emergence of feature-flagging and continuous deployment of new capabilities, organizations often
adopt a phased approach to deploy these capabilities, starting with one or two clusters to limit the impact of
unforeseen changes before deploying the changes across all clusters.
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Cluster mesh reference architecture
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Workload access controls

Overview

Proper access controls are essential requirements for the successful and secure deployment of containerized
workloads. Rolling out a cloud-native application without appropriate egress-based workload access controls can
expose enterprises to multiple risks that include:

+ Unauthorized access to applications and data
- Exposure of sensitive data, such as personally identifiable information (PII)
» Non-compliance with corporate and industry regulations

» Potential introduction of malware and ransomware

Cloud Services API Endpoints Hosts & Databases
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Why do you need Workload Access Controls?

Workload access control is a network security technique that enables DevOps, platform and security teams to control
the flow of data between individual pods in Kubernetes clusters and external resources or other workloads. Examples
include:

+ Sensitive workloads like databases and highly regulated applications
« Saas services like Salesforce.com, Zuora, Twilio, and others
« Other workloads deployed in a different cloud or Kubernetes distribution

» Workloads deployed in the same cluster

By default, Kubernetes is an open communication platform where each workload can talk to other workloads.
Kubernetes does not apply a network policy to a pod by default, meaning every pod can talk to every other pod. Since
Kubernetes pods are ephemeral without fixed IP addresses, controlling granular access with existing methods that rely
on fixed network addresses is challenging.

Two common approaches for applying workload access controls for containerized workloads are:

* Node-based access control — Enable deny/ollow access for select nodes
¢ Pod-based access control — Apply access control at pod, namespace, and service levels

Node-based access control

In this approach, the platform and DevOps team must go through a tedious, manual process to create a list of node
IP addresses where microservices dre running, and add them to the allow-list with firewalls or routers as public IPs.
This method works if Kubernetes workloads are instantiated on the same nodes. Any new node must be added to
the allow-list before traffic from that node can access external resources. Any delay or misconfiguration can result
in costly application outages. Another challenge with this approach is that the availability of routable public IP
addresses is limited. If a routable IP address is used for each node, the IPs will be quickly depleted.

Pod-based access control

Specifying access control policies at the pod level is the most versatile and effective method for limiting access

from individual hosts, pods, namespaces, and services to external resources. Pod-based access control provides the
capability to specify granular policies to limit access between Kubernetes clusters and external APIs, applications, and
infrastructure on a per-pod, node, namespace, and services basis.
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Chapter10

Calico Enterprise

In this chapter you will learn:

« What is Calico Enterprise?

« What are the features that help you at these important stages?
+ Pre-production
« Production, initial application rollout
+ Production, mass migration

What is Calico Enterprise?

Calico Enterprise is the commercial product and extension of

. It provides the same secure application connectivity across multi-
cloud and legacy environments as Calico, but adds enterprise control and
compliance capabilities for mission-critical deployments.

In each stage on your path to production with Kubernetes, you'll likely
encounter roadblocks that you've already solved with traditional firewalls.
The challenge is getting the same level of security and visibility in the highly-
dynamic environment of Kubernetes.

In the following sections, we'll look at common obstacles in each stage, and
the Calico Enterprise features that will keep you moving forward.

Pilot, pre-production

In this stage, your Kubernetes journey will likely feel fragile, and on the verge of derailment. Each team knows what they
want, but it is hard to remap tools and processes to Kubernetes workflows. If any of the following issues sound familiar,
know that they are common in the pre-production stage. They reflect what customers are telling us at Tigera about
the disruptive nature of Kubernetes.

+ “Each new service requires a firewall rule change. The change control process is derailing my project.”

- ‘I need multi-tenancy in my clusters for tenant isolation requirements. Kubernetes adds an additional layer of
complexity that breaks traditional methods of tenant isolation.”

+ “Our applications that interact with the public internet require a firewall, and the security team needs to manage
those rules and have visibility into their enforcement.”

« “Applications have different security and compliance requirements. When managed centrally, our projects are
severely delayed. We need a way to decentralize security policy creation and enforcement to speed things up.”
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« “Our legacy security policy management for cloud-based environments does not work very well and is very slow.
I need a modern approach to enforcing security and extending their Kubernetes security policies to host and
manage cloud-based environments.”

The following are the top three issues that block many Kubernetes initiatives in the pre-production phase. These are
all solvable using Calico Enterprise.

Egress access controls

Establishing service-to-service connectivity within your cluster is easy. But how do you enable some of your workloads
to securely connect to services like Amazon RDS, ElasticCache, etc. that are external to the cluster? And what about
APIs, and endpoints outside the cluster?

When traffic from specific applications leaves the cluster to access an external destination, it can be useful to control
the source IP of that traffic. For example, you may want an additional firewall around the cluster to police external
accesses from the cluster, and grant access only from authorized workloads within the cluster.

Calico Enterprise provides two solutions:

DNS policies for per-node firewalls

With Calico Enterprise DNS policy, you can enforce your egress security policies within your cluster by applying fine-
grained access controls between a workload and the external services. DNS policy supports using fully-qualified
domain names and DNS endpoints in your policy rules. Unless otherwise allowed by the policy, no other pods can
communicate with the DNS endpoint(s).

Egress gateway for in-depth defense

If you need to enforce security policies at an external control point (e.g. a firewall), you can implement a Calico
Enterprise egress gateway. You configure the external firewall to allow outbound connections only from particular
source IPs, and configure the intended cluster workloads so their outbound traffic has one of the source IPs.

You can also use egress gateways to direct all outbound traffic from a particular application to leave the cluster
through a specific node or nodes. In this case, you schedule the gateways to the desired nodes, and configure the
application pods/namespaces to use those gateways.

Visibility, traceability, troubleshooting

Visibility and troubleshooting in Kubernetes is often the biggest challenge to moving forward at this stage. Applications
running on Kubernetes platforms are constantly changing IP addresses and locations, so traditional log flows are

not helpful when debugging issues. Further, Kubernetes network connectivity does not natively log traffic or provide
visibility into namespaces, pods, labels, policy traffic, and accepted/denied connections. So when connectivity breaks,
it's hard to identify which policy denied the traffic. And manually traversing syslogs on individual nodes doesn't scale.

There isn't a security team on the planet that will allow an initiative to move forward without:

» Detailed visualization of security policies and traffic flows to quickly discover, debug, and resolve Kubernetes
connectivity issues

« Visibility into Kubernetes network flow logs including Noamespace, Label, and network policy metadata

« Comprehensive network visibility and evidence of reduced time to determine root cause
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Calico Enterprise bundles Elasticsearch and Kibana with bi-directional flow logs for all pods and host connections.
Using tools like FlowViz, you can quickly drill down and pinpoint which policies are allowing and denying traffic
between their services.
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« All network flows include source and destination namespaces, pods, labels, and the policies that evaluate each
flow.

« All connection attempts inside and outside the cluster are automatically generated so you can quickly identify the
source of connectivity issues.

Calico Enterprise also continually monitors traffic for anomalies, and automatically generates alerts. If a compromise
is found, containers are automatically quarantined to prohibit any lateral movement.

Packet capture is a valuable debugging tool used in daily operations and incident response for microservices and
applications. But manually setting up packet capturing can be tedious. Calico Enterprise provides an easy way to
capture packets using the widely-known “pcap” format, and export them to visualization tools like WireShark.
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Security controls for sesgmentation

Just like traditional firewalls, applications may need workload isolation and segmentation in Kubernetes. Typical
examples are “dev should not talk to prod”, and “microservices in the DMZ can communicate with the public internet,
but not directly with backend databases”.

Calico Enterprise provides these isolation features:

 Hierarchical policy using tiers
A tier organizes related network policies. You can then use standard RBAC to restrict access and control who can
interact with a tier. To ensure policy changes cannot be made or overwritten by others, you use a tier visualization
tool to drag and move tiers in a “higher-precedence” tier ordering workflow.

@'«‘ = Policies Cluster: tigera-labs-34-70-75-223 v
)
9 -
Filter: Policy Traffic filter: Show All v PSR  view ©  ExportYAML  Recommend aPolicy
security H product H platform H namespace-isolation H default Whats this? D 3
quarantine global @) dmz global @) acme-quyfy staged  acme (@) kube-dns-6df..  staged  kube-system (@
: 0 endpoints endpoints .
V3 Deniod/sec 2endpoint Deniodsec 2 15k8 oke
8648 0 4868 Allowed/sec 9768 06968
. allow-tigera-restricted-resourc... global (@) 908 008 Gerltes 5008] G>l0E dmz staged  storefront (@)
B 0 endpolnts endponts
integration global @ hipstershop-ek.. stoged  hipstershop (@) N 7298 ©>12068
= block-feodo global @) 12 endpoints $08 (308
60 endpoints
N 2048 © 5498 Allowed/sec. 544478 0> 20338
»o08 o8
& »o08 ©os Deniedsec %08 o8 storetront (@
»o08 ©os
B allow-kube-dns goval @ monitoring-agh..  staged  monitoring (@ N M98 ©126E
goval @ o 508 ©o0s
P N28k8 O 14ke 02474k © 569Kk
oAl aoval @ o 208 wos Daridonc 00 G trusted siaged  storstiont @)
endpoints
A monitoring-fazxd  staged  monitoring (@) Allowsdsec: DETI (@ EEE
gobal @) © endpoints Denied/sec %08 08
endpoints
508 ©os
»2e788 o288

staged  monitoring @
208 ©os

2)247.4k8 (> 5698

08 w08 staged storetront @

staged  monitoring (@ 18738 6 13358

»o08 ©os
) 247.4k8 (> 5698

soratont @

»08 ©o08

staged  monitoring (@ 21738 © w358

»o08 ©os

) 247.4k8 € 569Kk8
AR s
»08 ©08

No Policy Traffic
monitoring-vza..  stogea  monitoring (@) Allowed/sec
9 endpoints Denied

@® Add policy @® Add policy @® Add policy @® Add Policy @® Add policy

¢ Alerts on changes to your security controls
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Production, initial apps

As you start deploying apps in Kubernetes, the focus often shifts to network policy lifecycle, automation, and self-
service. But many enterprises have existing security tools and processes in place. Leveraging existing firewalls (like
AWS and Fortigate) can bridge the gap and minimize disruption to existing workflows and investments.

Self-service with control and compliance

To deploy a microservice to a secure cluster, you need a network policy so the service can communicate with other
services and APIs. Many enterprise processes require centralized “policy reviews” to ensure a deployment doesn’t
advertently override an important security policy for sensitive workloads. If you have daily policy reviews for 100-1000
microservices, deployments will be significantly delayed.

Calico Enterprise provides tiered network policy with standard RBAC to secure clusters so important policies cannot
be overridden or violated. The concept of a tier has been around for a long time, and is critical in Kubernetes to allow
more autonomy for developers to write their own policies. Tiers provide the guardrails required by security teams,
which leads to more delegation of trust across multiple teams.

a a a

security Team I Ops Team Dev Team

Platform Tier

App Tier

InfoSec Tier

allow cluster ingress to

deny cluster ingress &
FE workloads

egress for known bad actors

pass cluster ingress to FE
prod workloads

deny cluster ingress &
egress for embargoed
countries

pass prod workloads

allow front end workloads to
app logic workloads

connecting to prod
workloads
s

pass dev workloads

allow app logic workloads
to database workloads

connecting to dev
workloads
pass test workloads allow DB workloads to

connecting to test  —
workloads connect to DB workloads

deny cluster ingress &
egress for PCl workloads

allow compliance audit log
collector to all workloads

-
o
ke
=
(=}
(=
2
F=]
o
|
o
>
o
>
=
°
a

pass all other connections

to platform tier deny all other connections

deny all other connections

» Workload two-factor authentication
You can authenticate and authorize workloads based attributes including network and cryptographic identity
(equivalent to two-factor authentication for workloads). All network flows are logged with the necessary workload
identity and metadata information — so you can demonstrate compliance with security policies.

* Auditlogging
All changes to security policies are logged. Combined with flow logging, you can quickly and easily demonstrate
what policies are in place, and the history of enforcement.
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Policy lifecycle and automation

If network policies are misconfigured, they can cause connectivity issues and outages. In traditional hierarchical
environments, platform and security teams preview changes to network security policies before they go live. But this
doesn't scale. Modern CI/CD processes heed teams to move away from hierarchy, and more towards autonomy.

Calico Enterprise provides full network policy lifecycle controls with RBAC including:

« Policy recommendation
New users can generate a policy recommendation — to see valid policies and learn how to write efficient network
policies.

* Preview policy
Preview the impacts of policy changes before you apply them.

« Stage policy and update policy
Stage network policies to observe possible traffic implications before enforcing the policy.

Delete / Create

v Create network policy using a GUI

v Preview the effects of deleting the policy
v Start with auto-generated recommendation

Stage

Update e

v Preview the effects of a policy change
v Run policy changes in audit mode

v Run policy in audit mode without enforcing it
v Identify whether policy does what it is
intended to do

Enforce

v Commit the policy to begin enforcement
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Extend firewalls to Kubernetes

Traditional firewalls are still very much alive in IT security architecture, deploying microservices for applications that
create/accept internet or database connections. Defining a firewalll rule for ingress or egress access controls 1) does
not work in this architecture, and 2) if implemented incorrectly, can block deployments, causing service disruptions.
Also, when you define a zone-based security architecture in a cluster using a firewall, you must route all service-to-
service traffic through the firewall, which adds latency to applications.

Calico Enterprise provides integrations with popular network security tools to reduce disruption to your existing
security workflows.

« AWS security groups integration
Combine AWS security groups with Calico Enterprise network policy to enforce granular access control between
Kubernetes pods and AWS VPC resources.

* Fortigate firewall integration
Use Calico Enterprise network policy to control traffic from Kubernetes clusters in FortiGate firewalls. This allows
security teams to retain firewall responsibility, freeing up more time for ITOps.

Production, mass migration

As you move into production, the challenges will be familiar friends: threat defense, compliance, efficiency, and
scalability. The goal is in sight, but you want repeatable evidence that:

+ Security is buttoned up

+ Processes are rock solid

* You can meet compliance requirements and SLAs

« Self-service is within arms reach (or at least moving in the right direction)

This is the stage where Kubernetes is no longer a mystery; where teams have their feet on solid ground again.

Threat defense and anomaly detection

Cybersecurity remains a top priority for any IT project. Although threat defense and machine learning are not new,
managing threats in Kubernetes is different. How do you know if a workload is infected? Are there other ways to find
issues other than drilling down into logs and Kibana? Traditional tools are still used, but new approaches are required
for Kubernetes clusters.

Calico Enterprise Intrusion Detection System (IDS), identifies advanced persistent threats through behavior-based
detection using machine learning, and a rule-based engine for active monitoring.

Threat intelligence feeds

You can detect when Kubernetes clusters communicate with suspicious IPs or domains and get full context for
remediation, including which pod(s). You can also use a threat intelligence feed to power a dynamic denylist, either to
or from a specific group of sensitive pods, or your entire cluster.
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Network Sets Cluster: patrickzhan-bz-w... v

g ]

® NETWORSETRANE —

@ v kse.kubernetes default

.
Labels: threat-feed: feodo, (\'geru.iw‘:reator: intrusion-detection-controller
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Honeypods

Based on the well-known cybersecurity method, “honeypots,” Calico Enterprise honeypods are used to detect and
counter cyber attacks. You place decoys disguised as a sensitive asset (called canary pods) at different locations
in your Kubernetes cluster. You configure all valid resources to not make connections to the honeypods. Then, if
any resources do reach the honeypods, you can assume the connection is suspicious, and that a resource may be
compromised.

Calico Enterprise honeypods can be used to detect attacks such as:

+ Data exfiltration

+ Resources enumeration

« Privilege escalation

+ Denial of service

» Vulnerability exploitation attempts

Anomaly detection
Detect and alert on unexpected network behavior. Alert on exploits like Shopify, Tesla, Atlassian, DOS attempts,
attempted connections to botnets and command and control servers, and abnormal flow volumes/patterns.

Single management plane and federation

As processes harden and you start to scale, federation is another feature you'll want to consider. Managing
standalone clusters and multiple instances of Elasticsearch in the pre-production stage is not onerous. But going to
production with 300+ clusters is not scalable; you need centralized cluster management and log storage.

Calico Enterprise provides these federation features:
Multi-cluster management allows you to securely connect multiple clusters from different cloud providers in a single

management plane. Using a single U, you can see all clusters and switch between them. This architecture is the
foundation of a “single pane of glass.”
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Federated endpoint identity and services

In this stage, you may have multiple teams like development, QA, and others who need to work in parallel across
multiple clusters — without negative impacts on each other. Federated endpoint identity and services allow you to
share cross-cluster workload and host endpoints, and enable cross-cluster service discovery for a local cluster.

Protect non-cluster hosts with policy

Not all hosts run virtualized workloads (containers managed by Kubernetes or Openshift). Some physical machines
and legacy applications may not be able to move into an orchestrated cluster — but still need to securely
communicate with workloads in a cluster.

Calico Enterprise lets you enforce security on hosts using the same robust Calico Enterprise network policy used for
workloads.

Compliance

Existing compliance tools that rely on periodic snapshots do not provide accurate assessments of Kubernetes
workloads against your compliance standards. Before moving to production, Kubernetes workloads must meet
existing organizational/regulatory security and compliance requirements.

Examples of a minimum set of security controls for deployment are:

+ Segment dev/stage/prod
+ Implement zones
* Support internal/external compliance requirements: PCI, SOX, GDPR, HIPAA, etc.

Calico Enterprise compliance features include:

+ A complete inventory of regulated workloads with evidence of enforcement of network controls

« CIS benchmark reports to assess compliance for all assets in a Kubernetes cluster

« Audit reports to see changes to network security controls

+ A compliance dashboard in Calico Enterprise Manager to view and export reports from Elasticsearch
« Standard Kubernetes RBAC to grant permissions to view/manage reports

Zero trust network security model

Kubernetes is particularly vulnerable to malware because of the open nature of cluster networking. Without
implementing a strong security framework like Zero Trust, you'll find it difficult to detect malware and its spread within
a Kubernetes cluster.

The Zero trust network security model assumes that something in your application or infrastructure is compromised,
and is currently hosting some form of malware. When you implement Zero Trust, networks are resilient — even when
attackers breach applications or infrastructure. You can more easily spot reconnaissance activities, and make it
difficult for attackers to move laterally.
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Calico Enterprise operates under the assumption that your services, network, users — and anything else related to
your environment — are potentially compromised. It provides a layered defense model on top of your existing network
to lock down your Kubernetes workloads, without requiring any code or configuration changes.

« Multiple sources of identity
Authenticates the identity of every request based on multiple sources, including the L3 network identity and x509
certificate-based cryptographic identity.

» Multiple enforcements points
Calico Enterprise declarative, intent-based policies are enforced at multiple points — including the host, container,

and edge layers of the application.

« Multiple layers of encryption
Encryption can be enabled for all traffic within and across all environments, leveraging mutual Transport Layer
Security (mTLS) for application and edge layers and IPsec for traffic between hosts.

Roadmap to production with Kubernetes

A modern CI/CD process with secure Kubernetes workloads and hosts, along with greater self-service, is totally
achievable with Calico Enterprise.

Tigera offers Kubernetes networking, security, and observability for hybrid and multi-cloud. Tigera can help you define
a roadmap with Calico Enterprise features for each stage in your Kubernetes journey.

+ To start a roadmap to production, contact
« Need a reference customer who is currently in production with Calico Enterprise? Contact

« To learn more about the features described in this ebook, see
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https://www.tigera.io/contact/
https://www.tigera.io/contact/
https://docs.tigera.io/about/about-calico-enterprise

Resources and Getting Started

Do you have a question about network security for Kubernetes?
Are you interested in setting up a demo, or free trial? We'd love to hear from you!

Getting Started

Calico is an open source networking and network security solution for containers, virtual
machines, and native host-based workloads.

Free Training

Free Online Training on Calico. Live sessions.

NEW Free Calico Certification

Become a Kubernetes networking and network security expert.

60

httpsi/t TRBERAgNEL:



https://link.tigera.io/ugi9C
https://link.tigera.io/uMHu
https://link.tigera.io/uMHy
https://link.tigera.io/ucYo8

